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Abstract—This paper presentsa new mechanismfor impr oving
the corvergencepropertiesof path vector routing algorithms, such
as BGP. Using a route's path information, we develop two consis-
tency assertionsfor path vector routing algorithms that are used
to compare similar routesand identify infeasible routes. To apply
theseassertionsin BGP, mechanismsto signal failur e/policy with-
drawal, and traf ¢ engineeringare provided. Our approachwas
implemented and deployed in a BGP testbedand evaluated using
simulation. By identifying and ignoring the infeasible routes, we
achieved substantial reduction in both BGP convergencetime and
the total number of intermediate route changes.

|. INTRODUCTION

This paperpresentsan approachfor improving the cornver
gencetime of Internetrouting. The Internetis composedof
thousandof AutonomousSystems(ASes),loosely de ned as
networks and routers under the sameadministratve control.
BGPJ1] is the de facto inter-AS routing protocol, and ideally
BGP shouldquickly corvergeon a new setof stableroutesafter
ary topologicalor policy changesHowever whena topological
changeoccurs,BGP routersoften take a long time to explore
a large numberof transientroutesbeforecornverging on a new
stableroute. Measurementin [2] found that the delayin In-
ternetinter-AS path failover averagesto 3 minutes,and some
non-trivial percentagef failoverstrigger routing table oscilla-
tionsthatmaylastupto 15 minutes.Thetransientoutechanges
that occurduring sucha long corvergenceperiod resultin de-
layedpaclet delivery or evenlossesaswell asaddedoverhead
to BGProuters.LengthyBGP convergenceis a problemfor the
Internettodayandthreatengo becomea larger problemasthe
Internetcontinuegto grow in size.

Figurel shavs an exampleof BGP slow convergenceasob-
sened from a singlerouter's view. This example,taken from
[3], actually occurredin the Internet. As Figure 1 shaws, the
router rst receveda BGP routewithdrawal messagdrom AS
2129to reportthatit lostits routeto a destinationpre x within
its own domain.AS 2117apparenthbelievedthatit hadfound,
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andannounced differentroutesto thedestinationput all these
6 routesendin AS 2129. SinceAS 2129 hadlost its routeto
the destinationall these6 routeswereinvalid andwereeventu-
ally discardedThisillustratesthedelayedcorvergenceproblem
thatoccursafteraroutefailure;similar problemscanalsooccur
whenanAS switchesto analternateroute,i.e., routefailover.

In this paperwe will shov how routerscandetectandignore
invalid routesby applyinga setof protocolassertionsthusal-
lowing BGP to corverge substantiallyfaster We have devel-
opeda setof assertiongor pathvectorrouting protocolsin gen-
eral,aswell asa setof enhancement® the generalassertions
that allows BGP to properly handlespecialcasessuchas pol-
icy withdrawalsandtraf c engineeringln our network testbed,
our enhancementenproved BGP corvergencetime for a fail-
urewithdrawal from 30.3seconddo 0.3 secondandthe corver-
gencetime aftera routechangemprovedfrom 64.9 secondgo
0.1second.In simulationtestswith a 60-AS network topology,
the corvergencetime after a failure withdraval improved from
337.0secondgo 19.5secondsandthe corvergencetime aftera
routefailoverimprovedfrom 471.2secondgo 93.9seconds.

Il. PREVIOUS WORK

Current BGP implementationsexplore a potentially large
numberof backuprouteswhen a failure occursand mary of
thesebackuproutesarealreadyinvalid. Analysisin [2] shaved
that, in the theoreticallyworst case,a fully connected -AS
systemmight explore all ( ) possiblepathsbefore BGP con-
vergedon a new setof stableroutes. Sinceduring this proce-
dure, a changedroute is likely to changeagainin a brief in-



tenal[4], BGP includesan updaterate-limiting timer to allow
BGProutersto "pack” consecutie updateg4]. The BGP spec-
i cation [1] requiresthat a minimum amountof time, denoted
MinRouteAd\er, mustelapsebetweerrouteadwertisementgor

a speci ¢ destination. Therefore,if a route changeamultiple
timesduring a period, only the last change
shouldbe announced Simulationresultsby Grif n etal [5] il-

lustratedthe necessityof having the timer:
setting to be 0 would lead to not only un-
acceptabljarge numberof updateshut alsounacceptablyong
convergenceime.

Despiteof deploymentof timer, Labovitz
etal[2] foundthatroutefailoversandroutefailuresstill resulted
in a signi cant delay This delay averagedthree minutesand
somechangesook upto 15 minutesin thecurrentinternet.Fur
therexperimentsandanalysisby Labovitz et al [6] shovedthat
the time compleity of Internetfailover corvergenceis upper
boundedy ,where isthelengthof the
longestpossiblebackupAS pathbetweenthe sourceanddesti-
nationnode.

Onepreviously reportedeffort to improve BGP corvergence
timeis thesendersideloop detectionapproactproposedy [?].
Their simulationresultsshow thatin a 7-nodefully connected
topology this approachimproved the corvergencetime from
120secondgo 30 secondsHowever, Grif n etal [5] obsered
thatin generalthis approactreduceghe corvergenceime only
by a limited amount. They alsoobsenedthatfor eachspeci c
network topologythey simulated thereis an optimal valuefor

that minimizesthe corvergencetime. How-
ever, this optimal valuevariesfrom network to network, there-
foresearchindor optimal cannotbeageneral
mechanismor improving BGP corvergence.

In thispaperwe presenainew techniquehatcansubstantially
reduceBGP convergencetime. It shouldbe notedthat, because
BGPallowseachAS to independentlyormulateits routingpoli-
cies,BGP might never corvergeon ary stablerouteg[7], [8]. In
this paperwe assumehat ary route changewill eventuallyre-
sultin anew stablerouteif oneexists,or resultin thedestination
beingdeclaredunreachable.

I1l. ASSERTIONS FOR IMPROVING ROUTING
CONVERGENCE IN SIMPLE PATH VECTOR PrROTOCOLS

We de ne aroutecorvergenceperiod asthe periodthatstarts
whena previously stablerouteto somedestination becomes
invalid and endswhen the network hasobtaineda new stable
routefor  (or when hasbeencorrectly declaredunreach-
able). We measurethe length of the corvergenceperiod and
the numberof intermediataoute changeghat occurduring the
convergenceperiod. Dueto factorssuchasprocessing@ndprop-
agationdelay ary failure or route changewill take sometime
to propagatehroughthe network, andat eachroutertherewill
beatleastoneroutechangesincethe previous(andnow invalid)
routemustberemoved. We saythata slow corvergenceproblem

occursif any invalid routesareadoptedby somerouterduringa
route corvergenceperiod; aninvalid routeis de ned asa route
thatdoesnot reachthe destinationandthis de nition is formal-
izedin De nition 2.

In[9], [10], [11], [12], the corvergencepropertiesof distance
vectorrouting algorithmswere improved by exploiting the re-
lationshipshetweerrouteslearnedirom differentneighborsand
usingthisinformationto detecinvalid routes.Similarly, welook
for relationshipshetweenpathvectorroutesandusetheserela-
tionshipsto detectinvalid routes.Theresultingapproactallows
arouterto discard(invalid) transienroutesthatmightoccurdur-
ing the route corvergenceperiod. This approachreducesoth
the corvergencdime andthetotal numberof routeupdatemes-
sages.

In orderto clearly presenthe basicconceptof our approach,
wewill rst introducea SimplePath Viector Protocolmodel.

De nition 1: SimplePath VectorProtocol(SPVP)A Simple
PathVectorProtocol(SPVP)is thepathvectorprotocolin which
eachnodeselectsaandusesonly oneof its availablepathsto each
destinationand adwertisesto its neighborsonly the routeit is
using. Thatis, in SPVR a nodewill adwertiseto its neighbors
only onesinglepathto eachdestinationThelatestpathreceved
from eachneighbomodereplaceshe previous pathsentby the
sameneighborandis keptasa candidatefor pathselection. If
this new pathresultsin aroutechangethenthe newly selected
pathis sentto neighbors Whena nodelosesall the pathsto the
destinationjt sendsan emptypathto its neighborso withdraw
thepaththatit sentbefore.

An AS might beroughlyviewed asa nodein SPVR thusthe

adwertisedby SPVPis roughly equivalentto the AS Paths
in BGR However, aswe will shawv in SectionlV, SPVPdiffers
from BGP in a numberof importantaspects.To handlethese
differences SectionlV developsa setof enhancement® the
generalssertionshatwe derivein this section.

A. Consistencyrheoemfor SPVP

To Iillustrate the relationship between different paths in
, letusassumehatnode haslearnedwo pathsto desti-

nation . Neighbor isadwertisingthepath
andneighbor is adwertising . By com-
paringthesewo pathspnecanconcludehatthey arenotconsis-

tent.If onebelieves ,then 'spathto shouldbe
If onebelieves ,then 'spathto shouldbe .
Since canonly adwertiseonepathto , either  or (or
evenboth)mustbeadwertisinganinvalid pathto . We formal-
izetheaboveideain thefollowing.

In the discussion of this section, let

bethelastpathto reportecby  and

let be the lastpathto

reportedby . Accordingto thede nition of , each
node canonly useonepath,denoted . For each

, canbe written as

, Where re ects 'slastreported



view of thepathfrom to , andit is correctonly if it equals
to .
De nition 2: Valid Path. is valid if andonly if
for all . Otherwise,
it is invalid.

In other words,
of the path from each

is valid if and only if its view
to is correct. The empty path,
, Is alwaysvalid sinceit only re ects
that  doesnotknow apathto
De nition 3: Path Consistency and
are consistentif one of the following consis-
teng/ conditionsis satis ed:
1) Two emptypathsareconsistent.
2) Two non-emptypathswith nocommomode(notcounting
thedestinationpetweerthemareconsistent.
Empty is consistent with non-empty
if , for all
Two non-empty paths
intersect at nodes

3)
4) and
are consistent if

Theoreml: If two pathsare both valid, thenthey mustbe
consistent.
Proof: The theoremis a natural result of the de nitions of
consistentpathsand valid paths. Suppose and
arebothvalid paths.
1) If bothof themareemptyor neitheris emptybut they do
notintersectthey areconsistentccordingto the rst and
thesecondconsisteng conditions.

2) Considerthe casethat and

. Because is valid,

is the cor-

rect view of the path from to On the other

hand, is also the correctview

of the path. Therefore, , becauseotherwise

leadsto contra-

dicts. and are consistentac-
cordingto thethird consisteng condition.

3) In the casethat neitherof two pathsis empty and they

interseciatnodes , thenit mustbetruethat

since

and arevalid paths. They are

consistenticcordingo thefourth consisteng condition.
Sincein all possiblecasestwo valid pathsare consistentthe
theoremholds.

In caseof two pathsbeinginconsistentTheoreml offersno
indicationof which oneis invalid or whetherbothareinvalid. In
thefollowing sectionwe present practicalapproacHor consis-
teng checkingby applyingthis theoremto certainspeci cally
restrictedcases.

B. RestrictedCaseof Consistencyrheoem

We only applyTheoremil to therestricteccasewherenode
appearsn . In this particularcase,we claim that
informationreceved directly from

shouldtake precedence if thereis alsoa pendingupdatefrom

o
e

(@ in notin

Fig.2. Examplenetwork topologies

over informationabout  thatwasrecevedindirectly via
if they areinconsistentlf the pathsarenot consistentywe mark

thepathfrom  asaninfeasiblepath.
De nition 4: Infeasible Path. If and
are not consistentand for some

, isinfeasible
An infeasiblepathis not necessarilyan invalid path, but we
requirethataninfeasiblepathnot be selectecasthe bestpathto
, asexplainedbelow.
Take Figure 2(a) as an example, supposethe link between
and just went down, and 's neighbor is adwer
tising the path and anotherneighbor  is ad-
vertisingthe path . Thesepathsare
becausehey intersecteachother at and
. Theintuition
behindour approachsaysthat the path thatwas
learneddirectly from shouldtake precedencever the path
that was learnedindirectly from . Therefore,the
path is marked asinfeasibleandshouldnot be se-
lectedasthe bestpathto . If later recevesfrom  apath
, which is consistentwith , the
infeasiblemarkis cleared.
Note that even though the information from is usually
preferred,it is still possiblethat the information from is
valid. Supposein Figure 2(a), both and have con-

vergedon the new pathsafter the link failure between  and
So , and

, andthey are consistent. Now supposehe
link between and comesup,so  adwertises to
both  and . Supposehatthelink between and are
soslow that  recevesthis new pathandits adwertisemenbf
thenew path reaches beforethe
updatefrom  does.Now, has
and , andthis leadsto the same

inconsisteng of thepreviousexample.However, in thisexample
path is valid, soit shouldnot beremovedalthough
it is markedasinfeasible.

This examplegivesa scenariovhereindirectly learnedinfor-
mationre ects the latestpath changeshut this canonly occur
thatwould correctthe



con ict with andclearthe infeasiblemark. The maximum
amountof timethat 'spathwill bemarkedinfeasibleandig-
noredis boundedby thetime requiredfor the pendingupdateto
arrivefrom . Thereforejt will notbemarkedasinfeasiblefor
aninde nitely long periodof time.

An infeasiblepathis ignoredduring the path selectionpro-
cess. On one hand,if the path adwertisedby was invalid,
thenignoringthis pathavoidsanincorrectpathchangeandpre-
ventsaninvalid pathfrom beingadwertisedto otherneighbors.
On the other hand, even if a valid path adwertisedby is
marked asinfeasibleandis beingignored,its impacton rout-
ing corvergenceis still positive aslong asall the nodesfollow
the shortespathlengthrule in selectingpaths.Thetemporarily
ignoredpathfrom  'sis notthe bestpathto  afterthe net-
work stabilizespecause is shorterthan

. Byignoring ‘'spath,therouter
is ignoringa paththatwould changeassoonasthe pendingup-
datefrom  arrives.

Note alsothatsomeinvalid pathsmight be notinvalidatedby
this approach. Take Figure 2(b) as an example, and suppose

thelink between and fails,thus is notreachabldor
, and will sendwithdrawals to both and
After receving ‘'swithdrawals, and  will alsosendout

withdrawal sinceall of their pathsgo through
's withdrawal reaches before 'sdoes.
asinfeasiblealthough

doesnot appearin

. Now suppose
cannotmark

is alreadyinvalid, since

Then is selectedasthe bestpathby , andif

haspeersotherthan and may be further

propagated. will recognize is notreachablafterreceving
‘'swithdrawal.

Theaboveapproachs formalizedinto thefollowing two Con-
sistencyAssertiongor

C. RouteWthdrawal and RouteChange Assertions

In , assumenode has neighbors ,
isthelastpathto reportedby neighbor

De nition 5: RouteWithdrawal Assertion. If the latestup-
dateis that withdraws its pathto  (

), thenmark asinfeasibleif appears
in .

Thatis, uponreceving anwithdrawal, we checkwhetherary
existing pathto  is inconsistentvith this withdrawal. If so,we
markthe existing pathasinfeasible.

Note alsothatthe Withdrawval Assertionis not appliedasthe
resultof link failure. For example,supposeéhelink between
and in Figure2(a)fails.  will thenremove
but this is not equivalentto a withdrawal from
link failure,
indirectly goesthrough

De nition 6: RouteChangeAssertion.If thelatestupdates
that adwertises , dothefollowing:

. After this
is a valid backuproute that still

If appears in and
, then mark
asinfeasible.
If appears in the and
, then mark
asinfeasible.

Uponreceving a new path,oneusesthe new pathto check
the feasibility of existing paths. Secondthe existing pathsare
usedto checkthefeasibility of thenew route.Detailson how to
implementthesetwo assertionsrepresentedn SectionV.

V. ENHANCED ASSERTIONS FOR BGP

Theoreml andRouteWithdrawal/ChangeAssertionsn Sec-
tion lll provide mechanismgor improving the cornvergenceof
. However, BGPdoesnot t completelyinto the
model. One may consideran AS asa nodein , butin
BGP thereis typically more than one BGP routerin an AS.
Neighboringroutersin the sameAS are callediBGP pees and
neighboringroutersin otherASesarecalledeBGPpees. BGP
peerdiffer from the SPVPmodeldueto traf c engineeringAS
partition, policy withdraw. Detailson how to addresgheseis-

suesarediscussedn therestof this section.

A. Logical AS:SignalTraf c Engineering

OneAS, throughmultiple BGP routers,may adwertisemulti-
ple routesto onesingledestinationn the Internet. For example
theOregonRouteViews Sener[13] shavsthaton 6/8/2001 AS
701 announcedwo differentroutesto pre x 169.131.0.0/16in
anattemptto betterengineetthetraf ¢ to this destination.As a
result,AS1 hadlearnedthe route(70160794527)andAS1740
hadlearnedthe route (701 63474527). Furtheranalysisof the
datashaws that56,081out of 121,602pre x es,and 125 out of
11,514ASesin the Internetareinvolvedin traf ¢ engineering
from 07/10/200%o 07/18/2001.

Assumptionl: Onesingle BGP routercanonly adwertiseto
its peersonesinglerouteto onedestination.

While AS trafc engineeringdoesoccur, Assumptionl re-
mainstrue in the Internet[1]andis the basisof the enhanced
consisteng assertiondor BGP To signal AS trafc engineer
ing, we attachan additionalattribute to the route: the ID of the
Entry Router i.e., therouterwho recevestheroutefrom eBGP
peersor originatestherouteby itself.

In generalwithin oneAS  thereare multiple routesavail-
ableto adestination . Whenthereis traf ¢ engineeringor in
AS |, differentBGP routersmay selectandadwertisedifferent
bestroutes. In this case, AS s virtually divided into multi-
ple logical ASesaccordingto the ( ) of the
selectedroute. Eachlogical AS is uniquelyidenti ed in the In-
ternetby the 2-tuple( ). All the BGProutersin AS
thatselectthe bestroutefrom the Entry Router belongto
thelogical AS . Thelogical AS is de ned in the
context of oneparticulardestinationthereforeonereal AS may



have differentdivisions of the logical ASesfor differentdesti-
nations. No Entry RouterIDis attachedf a routeis not trafc
engineeredandthelogical AS is the sameasthereal AS.

Assumethat every router attacheghe to
therouteif its AS is performingtraf ¢ engineeringon the des-
tination. Accordingto Assumptionl, one BGP routercanonly
adwertiseto its iIBGP peersonerouteto onedestination.There-
fore, all therouterswithin alogical AS canonly use(andadwer-
tiseto their peers)onesinglerouteto onedestination.Herewe
can nd thatthelogical AS conceptts well into model.

By taking a logical AS asa nodein , We canapply
theenhancedde nitions of Valid Path, ConsistentPaths, Fea-
sible Path. Similarly, we canapply enhancedTheorem1 and
RouteChangeAssertion Implementatiordetailsarediscussed
in SectionV-B andV-C.

B. Failure Wthdrawalsand Policy Withdrawals

Sectionlll de ned anemptypathto bevalid in since
it re ects theneighbomodes latestview thatit cannotreachthe
destination.However, this is not alwaystrue in BGP andthere
aretwo distinctcausegor aBGPwithdraval messageA failure
withdrawal occursif anAS haslostits routeto the destination.
Failure withdrawals canoccurdueto the failure of a routeim-
portedfrom IGP, the closeof the peeringsessiornwith the up-
streampeeradwertisingtheroute,or awithdrawal recevedfrom
the upstreanpeer In all of theseof casesthe existing routeto
thedestinatioris nolongervalid andthefailurewithdrawal con-
veys topology information that can be usedto invalidate other
routes(markhemasinfeasible).

A policy withdrawal occursif achangean routepolicy causes
anAS to stopadwertisingarouteto someof its neighborsin this
casetheupstreanrouterstill hasits existingrouteto thedestina-
tion but theupstreanrouternolongermakesthis routeavailable
to somepeer(s).To determinavhethermbackuprouteis feasible,
onemustdistinguishbetweerfailurewithdrawals,which corvey
new topologyinformation,andpolicy withdrawals, which must
not be usedto invalidatebackuproutes.

The enhancedversion of the RouteWithdrawal Assertionis
obtainedby takingalogical AS asanodein SPVPandlimiting
RouteWithdrawal Assertionssothey only applyto failure with-
drawal. However, the BGP speci cation doesnot differentiate
afailurewithdrawal from a policy withdraval sowe extendthe
BGP protocolto signalfailure/polioy withdrawals. Detailson
how to dothisarepresentedn SectionV-D.

C. Addressinghe ASPartitions

In somescenariosanAS maybecomepartitionednto several
partsdueto failure of internallinks. As aresult,routersin dif-
ferentpartitionscouldchoosdlifferentroutesto onedestination,
or somerouterscouldlosetherouteto thedestinatiorwhile oth-
ersstill have theroute. Thisdoesnot t into the model.
InternetAS partitionsshouldberareandbe x edquickly, butin
orderto guaranteehe correctnes®f our assertionspneshould
notapplytheassertionso any withdrawvalsor new routechanges

thatresultedfrom AS Partition. We assumethereis alreadya
mechanisnio detectAS partition.

In anAS thatis doingtraf c engineeringon therouteto des-
tination consideredpne of its routersmay lose a route due to
the loss of the connectity to the entry router of the route. In
this case thewithdrawal it sendsshouldbe setasa policy with-
drawal, sinceotherroutersin the samedogical AS maystill have
theroute. Whena routeradwertisesa new routedueto the loss
of theconnectvity to the Entry Routerof the previousroute,the
new routeshouldhave beenalreadyattachedentry RouterID of
thenew route.

In anAS thatis notperformingtraf c engineeringontheroute
to thedestinationpneof its routersmayalsolosea routedueto
AS patrtition. In this case,a policy withdrawal is sent. Whena
routeradwertisesa new routedueto thelossof the connectvity
to theEntry Routerof thepreviousroute theroutershouldattach
the Entry RouterIDof thenew route. Thelocallogical AS in the
new routewill betreatedasa differentonefrom thelogical AS
in former route(withno attached)thuswill
notinvalidatetheformerroutessentby otheriBGP peers.

V.

This sectionshavs how theenhancedssertiongrom Section
IV canbeimplementedn BGP In orderto signalpolicy/failure
withdrawal andtraf ¢ engineeringwe needto modify the BGP
UPDATE messagdormatin a backward compatibleway. We
achieve this by de ning and using nev community attributes
[14]. The communityattribute is a 32-bit value, normally as-
sociatedwith route advertisementsand usedto corvey routing
policy information. For example,including a communitythe
value of OxFFFFFFO2with a routeadwertisementindicatesthat
therouteshouldnot be adwertisedto otherpeers.

IMPLEMENTATION IN BGP

A. TheBGPRoutingProcess

NeighboringBGProutersexchangemessagessinglong last-
ing TCP[15] connections.The useof TCP insuresthe reliable
delivery of messageandperiodicBGP KEEFALIVE messages
verify thatthe TCP connectionis functioning properly To an-
nouncea routeto somedestinationa BGP routersendsan UP-
DATE message.A route adwertisementUPDATE messagen-
cludesthe destinatiometwork (NLRI) anda numberof pathat-
tributes mostnotablythe AS Path attribute thatlists the pathof
ASesusedto reachthe destination. Additional UPDATE mes-
sagedfor this destinationare sentonly if the route's attributes
changé or if therouteis withdravn. BGP withdrawval messages
aresenthy listing thedestinatiorin thewithdravn routessection
of anUPDATE message.

A BGP router recordsthe routesreceved from eachof its
peersin atable. The tablefor peer is denoted
andentry indicatesheroutepeer useso reach

A routerefreshcapability[16] hasbeenaddedso a router may requestthe
re-adertisemenbdf aroute.



destination . After receving a route adwertisemenfor desti-
nation (or awithdrawal for ), the correspondingntryin the
tableis updatedandthe BGP DecisionProcesss run
to determinethe new routeto . For eachpeer , therouter
calculatesa preferencefor If no routesto

areavailable,therouterwill declarethedestinatiorunreachable.

Otherwisethebestrouteto s installedin therouter'srouting
table. If the BGP DecisionProcessesultedin a new routeto
(orif hasbecomeunreachable)the routerappliesits routing
policiesandsendgheappropriatdJPDATE messageksting the
new routeto .

As discussedn Sectionll, the BGP standardequiresa min-
imum amountof time, MinRouteAdver must elapsebetween
route adwertisementdgor a particulardestination. The value of
MinRouteAdveis recommendetb be30secondsvith arandom
jitter. In orderto avoid long-livedblack holes,this rate-limiting
timer doesnot applyto withdrawals[1].

B. Implementatiorof Logical AS

To signalthata local AS is performingtraf ¢ engineeringon
theroutesto a destinationeachEntry BGP routershouldattach
an communityattribute to the route, whose
formatis de ned asthefollowing.

[ASN]F]E=0]RID |

where is the 2-Byte AS numberof local AS, s the
1-Byte ag whichwill take a speci c valueto indicatethatthis
communityattribute will includethe Infor-
mation.If thel-bitextensionag , theleft 7-bit eld

will bethe of therouterwhois creatingthis commu-
nity attribute. When 7-bit eld is not enoughto contain

the , two consecutie community
attributesareattachedn thefollowing format.
| ASN | F [ E=1 | H-RID |
| ASN | F[ E=0 | L-RID |
The rst community attribute with Flag gives the
higher7 bits of the , andthe secondonewith

givesthe lower 7 bits of the
distinctRouterlDs.

Whena BGProuterrecevesanroutewith
communityattribute andselectsthe route, it shouldnot modify
this attribute andshouldpropagatét whenadvertisingthe route
to eBGPpeers.

, allowing up to 16,256

C. Implementinghe RouteChange Assertion

In order to implementthe Route Change Assertion, the
UPDATE processingand route selectionalgorithms must be
changedIn thediscussiorbelaw, thelogical ASnumberof peer

is denotedas andthelogical ASpathassociatedavith
theroutefrom to isdenotedas .

A new table entry, , is addedinto
to indicatewhethera routeis infeasible. If

, thenthis route doesnot con ict with the routesfrom
ary other peer Otherwise, this route is and
lists the AS numbersof the con icting peers.
Theinfeasibleroutescannotbe selectedasthe preferredrouteto
thedestination.

After receving a route adwertisemenfor destination from
peer ,the tableentryis updatedand
isinitially setto andthefollowing

modi ed BGP decisionprocesss run.
First, the new routeis usedto checkthe feasibility of exist-

ing entries. If
and does not end with ,
then the is addedto the set .
If does end with and
, then is removed

from .

Secondtheexisting entriesareusedto check
thefeasibility of thenew route. If
and doesnot end with , then

is addedo theset
Finally, for the peerswith , the

mostpreferredrouteis selectedastherouteto andthe BGP
procesontinuedn thenormalway:.

D. Implementinghe RouteWthdrawal Assertion

After receving a withdrawal for destination from peer

, the tableentryis cleared. If the with-
drawal is a failure withdrawal, and appearsn ary
, then is addedto .

is removed from ary that contains
it but doesnt appearin . If the with-

drawal is a policy withdrawal,
thatcontainst.
To signalfailure/polioy withdrawal, a simple1-bit withdrawal
type ag would have beenenough,but thereare no resened
bits left in the BGP UPDATE message.Instead,a router sig-
nalsafailurewithdrawval by includingafailure withdrawal com-
munityattribute(FWCA)0x88888888for example)inthe BGP
UPDATE messagelf the FWCAIis not presentthenary with-
drawn routesareassumedo be policy withdrawals.
This approachis compatiblewith existing implementations.
If arouterdoesnotimplementour approachit will notinclude
and its withdrawals will always be consideredolicy
withdrawals. TheBGP capabilitynegotiationprocess[17]s also
usedsothat is only sentto thoserouterswho negotiate
to receve it. Failure withdraval UPDATES consistof only a
withdrawn routespart and , avalid UPDATE format.
Routeannouncementare never includedin failure withdrawal
UPDATESsin orderto avoid falselyassociating with the
announcedoutes.

is removed from ary

E. Example

A slightly simpli ed versionof the examplein Figure1 is
givenbelaw toillustratehow ourenhance®GPimplementation
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Fig. 3. An exampleto illustratehow the RouteWithdraval Assertionworks

peer | ASPath Conicts
p2129| 2129 NULL
p5696 | 56962129 | NULL
pl 156962129 | NULL
(a) Initial values

peer | ASPath Conicts
p2129 | NULL NULL
p5696 | 56962129 | 2129

pl 156962129 | 2129

(b) After afailurewithdrawal by AS 2129

peer | ASPath Conicts
p2129| NULL NULL
p5696 | 56962129 | NULL
pl 156962129 | NULL

(c) After apolicy withdraval by AS 2129

Fig. 4. valuesof router afterfailureandpolicy withdravals

would improve BGP routecorvergence.This exampledoesnot
involvetraf c engineeringr AS partition,but doesconsidetthe
policy withdrawal. In a network with topologyshavn in Figure
3,AS 2117learnedarouteto from AS 2129. WhenAS 2129
senta withdrawal for , AS 2117 rst tried the routewith AS
path (5696, 2129). Whenthat route waswithdravn, AS 2117
tried the route with AS path (1, 5696, 2129). For simplicity,

let bearouterin AS 2117andassumédhat hasthreepeers:
peer in AS 2129, peer in AS 5696, and peer
in AS 1. Initially, uses to reachdestination andthe

corresponding entriesareshawn in Figure4(a).

Now supposethat sendsa failure withdrawal for
This failurewithdrawal createson icts for the (invalid) backup
routessinceboth of the routesrely on AS 2129. Theresulting

tableis shavn in Figure4(b). Sincethe two backup
routescontaincon icts, neithercanbeselectecandrouter de-
clares tobeunreachableSinceAS 2129'srouteto hasfailed,
eventuallyAS 5696andAS 1 will withdraw theirroutesto and
thecon icts will beremoved. With only oneroutechange(cur-
rent path to unreachablepnd virtually no delay router has

correctlydeterminedhat is unreachable.

Now supposdhat AS 2129implementsa policy changeand
no longeradwertisesgheroutefor to AS 2117.In this caseAS
2129canstill reach , butthelink betweermAS 2117to AS 2129
canno longerbe usedto reach . The policy withdraval will
not generateary con icts androuter canswitchto the (valid)
backuproute via peer . Theresulting tableis
shavnin Figure4(c).

VI. TESTBED DEPLOYMENT AND SIMULATION RESULTS

To testthe BGP cornvergenceassertionsthe assertionsvere
implementedin MRTDJ[18] routing software and deployed in
the FNIISC project's BGPtestbed[19].In addition,simulations
wereusedto explore large topologiesthat could not be created
in the testbed.The resultsshov a substantiateductionin both
convergencdime andnumberof updatemessagesxchanged.

A. Deploymentn the Testbed

The testbedtopology is shavn in Figure 5 and eachrouter
belongsto a differentAS. Routers , , and rantheen-
hancedMRTD that implementsour approach. Routers ,
and ran the original MRTD. Currently MRTD appliesthe

timerto thewithdrawalsandusessendeiside
loop detectionapproachdescribedin Sectionll. Neither of
thesetwo approachess commonlyimplementedn commercial
routers[2].Thereforewe turnedoff bothof themin all routersin
thetestbedn orderto clearlycompareour approactwith results
achievedusingcommerciakouters.

To inject routefailures, rst announcedh routeto a desti-
nation . Two minuteslater, the routewaswithdrawn. To inject
routechanges, rst announced shortpath,thenannounced
a muchlongerbackuproutes. The experimentswere repeated
mary timesto getthe averageresults which aresummarizedn
theFigure6.

In theseexperiments,assoonas , and recevedthe
failure withdrawalsfrom , they would nd thatall the backup
routescontaincon icts anddeclarethe destinationasunreach-
able. Similarly, assoonas , , and receved the route
changedrom A, they would nd thatall the backuproutescon-
tain con icts and concludethe bestroutesare the new routes
they receved. Becausethe invalid routeswere immediately
markedasinfeasibleafterreceving theroutewithdrawal or route
changethe timer did notaffecttheenhanced
BGPin this experimentandtherewasa substantiateductionin
thecorvergencdime.

In orderto furthertestthe compatibilityof ourenhanced®GP
and other BGP routers,we deployed the enhancedVIRTD on
the CAIRN Testbed[20].The CAIRN testbedpeerswith there-
searchinternetand no deploymentproblemswere encountered
duringaweeklong test.
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Original BGP

Fig.5. ExperimentTestbedlopology

Original BGP | Enhanced®GP
Cornvergencetime: 30.3seconds | 0.3second
Numberof Messages] 24 12
(a) Resultsfor routefailure
Original BGP | EnhancedGP
Cornvergenceime: 64.9seconds | 0.1second
Numberof Messages] 24 12

(b) Resultsfor routefailover
Fig.6. TestbedExperimentResults

B. SimulationResults

1) Simulation Setup: We implementedour assertionsin
the BGP protocol of SSFnetsimulator[21]. We con gured all
timerswith 30 secondsand setthe link de-
laysto be 0.01second.The CPU processingime of eachmes-
sagewasrandomlygeneratediuring simulationto be between
0.01and0.05second.Thetotal delayfor processingone mes-
sagewasits CPU processingime plusthe sumof delaysof all
theothermessagethatarrivedbeforethis message.

To generatehetopologiesusedin the simulation,we rst ob-
taineda BGProutingtablefrom the Oregon RouteViews sener
[13]. Thenwe inferred BGP peeringrelationshipbasedon the
AS Path attributesin the BGP routes. For example,if a route
toaprex hasthe AS Path (1239,6453,4621),we consider
AS6453to have two BGP peers,AS1239and AS4621. We
also mark AS6453as a Transit AS since pacletsto and from
AS4621maytraversethroughit (notethatAS1239is alsoatran-
sit AS). If anAS doesnotappeato beatransitAS in ary of the
routes,we considerit a StubAS TransitASesareusuallyISPs
(e.g. AS1239is Sprint), while stub ASesare networks at the
edgesof the Internetsuchas small organizationsand universi-
ties. Next, we randomlyselected  of the stubASesandcon-
structeda topology containingthesestub ASesandtheir peers,
with the peeringrelationshipamongthemcompletelypresered.
We prunedtransitASeswith too few peerso getthe nal topol-
ogy. For thesimulation,we modeledonly onerouterin eachAS
andthusnotrafc engineeringr AS partitionoccurred.

We ransimulationsfor network topologysizesl0,15,20,
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Fig. 7. Comparisorof original andenhancedGPfor routefailures

60. For eachnetwork size,we randomlygenerated topologies;
for eachtopology we randomlychoseonestubAS astheorigin
ASof the destination3 times. Therefore eachdatapointin the
resultsis the averageof 15 simulationruns. We simulatedroute
failure and route failover, and measuredoth the cornvergence
time and the numberof updatemessages.t shouldbe noted
thatboththe RouteWithdrawal Assertionandthe RouteChange
Assertionapplyto all the simulations.

2) RouteFailure: To simulateroute failure, we randomly
selectedone stub AS with degreel (i.e. a stubAS with only
one peerconnectingit to network). This AS rst announced
routeto its peer andafterthe whole network hadcorvergedon
this route, the stub AS withdrew the route. We comparedhe
cornvergencetime and numberof updatesof original BGP with
theenhanced®GP, asshovnin Figure7(a)and7(b).

The corvergencetime and the numberof updatemessages
for original BGPincreasegreatlyasthenetwork sizeincreases.
Original BGPexploresall thebackuproutesbeforecorvergence.
Thereforeasthenetwork sizeincreasesmorebackuproutesbe-
comeavailableandthe numberof route changeslsogrows. A
new route changehasto wait for the timer
to expire beforeit canbe sentout, thereforemoreroutechange
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leadsto muchlongercorvergencetime. The corvergencedelay
is exaggeratedy the factthatmoremessagewill incur longer
CPUprocessindime thuslongerdelay

As showvnin Figure7(a),theenhance@®GPimprovesthecon-
vergencetime substantially For example,in a 60-AStopology
thecorvergencdimeis reducedrom 337.0second$o 19.5sec-
onds. However, asthe network sizeincreasesthe corvergence
time of enhance®GP doesincreasdrom 0.48secondn 10-AS
networksto 19.5secondén 60-ASnetworks. We attributethisto
two factors.First,thenetwork diameteralsoincreasegsthenet-
work sizeincreasestesultingin longerpropagatiordelayfrom
theorigin AS to thefarthestAS. The secondfactoris thatmore
updatemessagé@ncurslongerdelayandthenumberof messages
doesincreasalot for thereasordescribedelow.

Figure7(b) shavs thatthe numberof messagealsoimproves
in enhancedBGP comparedo original BGRP. However, this im-
provementis not as dramaticas the reductionin corvergence
time. For example,in 60-AS networks,the numberof messages
is reducedrom 3766to 1419. Onemajorreasonis thatremov-
ing a single updatemay cut corvergencetime by 30 seconds.
A secondreasonis that timer may have al-
readyqueuedandthenreducedhe numberof updatesubstan-
tially asdescribedn sectionll, in both original and enhanced

BGP A third reasonis that even with Withdrawval Assertion,it
is still possiblethataninvalid routeis selectedand propagated
asshawn in Sectionlll-B. Finally notealsothatour assertions
only reducethe numberof invalid updatemessageshut mary
valid updatemessages(e.gwithdrawals in route failures)still
needto be propagatedo achieve andcon rm corvergence.We
con rmed above analysisby studyingsimulationlog les.

3) RouteFailover: In orderto measurgheroutechangeas-
sertion,we simulatedcurrentinternetmultihomingpracticeand
createda routefailover similar to the onedescribedn [2]. We
rst randomlyselectebnestubAS with degree2. This multi-
homedstub AS announcedne short(primary) routeto one of
its two peersandannounce@ muchlonger(backup)outeto the
otherpeer The backuprouteis createdby prependinghe stub
AS's number30 times,makingthe routelong enoughto ensure
thatevery AS in the network would always preferthe primary
route. Whenthe primary routewaswithdrawn, only the backup
pathremainedavailableandthe routerscorvergeto the backup
path.We comparedhecornvergencdime andnumberof updates
of original BGPwith theenhance®GR asshovnin Figure8(a)
and8(b).

Substantialreductionsof corvergencetime and number of
messageareachiezedin enhancedGP For example,the con-
vergencdimeisreducedrom 471.2second$o 93.9secondsind
numberof messagess reducedirom 4732to 2183in a 60-AS
network. While the corvergencetime for original BGP grows
rapidly asthe network sizeincreasesthe corvergencetime for
theenhancedGP grows slowly andis usuallybetweer80 sec-
ondsand about90 seconds. Study of the simulationlog les
shaws that corvergencetime for one single simulationrun is
usually abouta multiple of 30 secondgnotethis is dueto the
30second timer).

Thesecorvergencetimesare longerthanthoseseenin route
failure experiments. In route failover, ASeshave to propagate
route announcementas opposedto propagatingwithdravals.
This is animportantdistinction sinceroute updatesarelimited
by the timer, but the withdrawals are not.
Therefore,the timer plays more important
role in route failoversandreduceghe improvementof corver
gencetime.

This is illustratedby Figure 9, in which a point rep-
resentghatattime , totally percentof the ASeshave con-
verged.A jump of the curve meanghatalarge numberof ASes
corvergein ashortperiod. Thejumpsfor routefailuresin Figure
9(a) aremoresigni cant thanthoseof routefailoversin Figure
9(b), for bothoriginal BGPandenhance®GR In routefailures,
assoonasanAS corverges,it cansendout a withdrawal to its
peers)eadingto morecorvergenceandresultingthe hugejump
of thecurve. Howeverin routefailovers,eventhoughanAS has
corverged,it cannotsendthe updateout until
timer expires. This could delaythe corvergenceof its peersby
upto 30 seconds.

4) Discussion: Thereareseveral simpli cations in our sim-
ulations. We useonly one routerin one AS and thus do not



100

60 q

40 | g

Cumulative Percentage

20 4
| Original BGP ———

: . ) Enhanced BGP
150 200 250 300 350
Seconds Until Convergence

0 50 100

(a) RouteFailure

100

80 | r

60

40

Cumulative Percentage

20 ~

Original BGP ——
_Enhanced BGP

100 150 200 250 300 350 400 450 500
Seconds Until Convergence

0 50

(b) RouteFailover

Fig.9. Comparisorof cumulative cornvergencepercentor routefailureandroutefailover

include the impact of , trafc engineeringand AS parti-

tion. Thesimulatedink delaysmay not arealisticapproximate
of the link delaysin the Internet. During simulation, we also
obsenedthatdifferentcon gurationsof CPU processinglelay
leadto slightly differentresults thusabetterestimatemodelfor

it could be studied. Finally, althoughthe network topologyis

derived from BGP routing table, its resemblancéo the actual
Internetcouldbe studiedmoreclosely

VIl. SUMMARY

Insteadof blindly acceptingall BGP UPDATES, our basicap-
proachis to let a router checkroute consisteng usingthe in-
formationit haslearnedfrom previous updatesandfrom other
neighbors. In particular in this work we usedthe information
provided in the AS pathto de ne route consisteng assertions
andusedtheseassertiongo identify infeasibleroutes. By tak-
ing this broaderview and exploiting the relationshipshetween
routes,we were able to substantiallyreducethe BGP cornver
gencetime, asshavn in our simulationresults.

In this paperwe shaved how to implementour assertionsn
BGPandveri ed our designby developinga backwardcompat-
ible implementatiorof the MRTD routingsoftware.\We demon-
stratedthroughbothsimulationandmeasuremerdver our BGP
testbedthatour approachreduceshe BGP corvergenceime by
upto 1to 2 ordersof magnitude.

Futurework includesderiving traf ¢ engineeringnformation
from Oregon RouteViews Sener andusingthis informationin
simulationsandin experimentontestbedsvith largerandmore
complec topologies.
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