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WHAT NEXT IN KNOWLEDGE REPRESENTATION?

VASILE RUS (1)

Abstract. We argue in this article that searching for and proposing a good

knowledge representation is a fine balancing act between two types of op-
posing forces: computational and ergonomic requirements. On one hand,
we need representations that are computer-friendly, i.e. well-structured, rig-

orous, and unambiguous, such that automated processing of knowledge is
straightforward. On the other hand, the representations must be ergonomic,
i.e. fit the humans as the ultimate input providers and consumers of the
results of methods that automatically process knowledge. A class of knowl-

edge representations, called natural language based knowledge representations
(NL-based KRs), seem to meet these opposing requirements. That is, NL-
based KRs are close to natural language, i.e. ergonomic, while also being
computationally attractive. If enriched with various categories of linguistic

and logical information, NL-based KR can be extremely powerful. We briefly
review in this article several natural language-based knowledge representa-
tions, both statistical and symbolic, and then focus on an extremely powerful

NL-based KR, the latent semantic logic form (LS-LF), whose properties will
be discussed. Rich NL-based knowledge representations, such as LS-LF, are
the most promising choice for large scale, automated knowledge processing
from textual repositories.

While not all human knowledge can be best encoded in words, e.g. visual
artifacts or tacit knowlege in general, we strongly argue that NL-based KRs
are the most promising choice for representing most of the human knowledge.

This claim is based on the fact that most of the human knowledge is encoded
textually. This is particularly true in verbose domains such as conceptual
physics, biology, or computer literacy, where textual or conceptual knowledge
is the primary form of encoding knowledge. A basic principle supporting our

argument is that if you cannot talk about something you do not understand
it. In other words, once knowledge is crystallized it becomes conceptually,
i.e. textually, describeable and in turn able to be represented in NL-based
KRs.
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1. Introduction

Representing knowledge in computers has been and still remains one of the
major goals of Artificial Intelligence, in particular, and Computer Science, in gen-
eral. Much progress has been made over the last half-century or so [21] with major
breakthroughs being accomplished in both the symbolic and statistical camps [21].
For instance, we now know how to efficiently do inferencing in first-order logic,
e.g., with Horn clauses, or learn and apply Bayesian networks to specific prob-
lems. Nevertheless, we have yet to discover a way to represent and automatically
collect, in a scalable way, knowledge from repositories that humans have been cre-
ating and recording over the last several millenia, e.g. traditional textbooks. If
we could make computers automatically acquire the vast human knowledge and
match that with powerful inference abilities then computers would be much more
powerful and effective in helping with furthering the progress of human kind. It is
important to note that most of the human knowledge has been recorded in written
natural language in the form of textbooks or other printed or, more recently, elec-
tronic materials. We argue here that a class of knowledge representations, called
natural language based knowledge representations (NL-based KR), could best help
with fully taking advantage of the vast human knowledge in an automatic ways.
This is possible because NL-based KR are close to natural language while having
powerful computational properties. The closeness to natural language assures the
feasibility of doing large scale mapping of textbook knowledge onto computational
knowledge bases.

We briefly review in this article several natural language-based knowledge repre-
sentations, both statistical and symbolic, and then focus on an extremely powerful
NL-based KR, the latent semantic logic form (LS-LF), whose properties will be
discussed. Rich NL-based knowledge representations, such as LS-LF, are the most
promising choice for large scale, automated knowledge processing.

2. The Quest for the Ideal Meaning Representation

The quest for an ideal meaning representation has been a challenge for re-
searchers in computer science (and other fields) for the last half century. The
quest can be divided into two major categories: complex representations based
mainly on semantic networks ([23]; KL-ONE - [3]; KRL - [2]; LOOM - [14]) and
simpler, natural language-based knowledge representations (NL-based KRs; TAC-
ITUS - [9]; START - [11]). A major problem with the early, complex represen-
tations (KL-ONE, KRL, LOOM, Conceptual Graphs - [24], SNePS - [22], Cyc
- [13]) is the cost associated with building, updating, and maintaining the cor-
responding knowledge base. These challenges led to a change of paradigm ([9];
[6]; [18, 19]; AAAI 1996 Fall Symposium on Knowledge Representation Systems
Based on Natural Language) towards NL-based knowledge representations, which
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are believed to offer an alternative that efficiently solves the scalability and cost
issues in knowledge processing.

There is a trade-off between the depth of a NL-based representation and its
robustness. The simplest representation is a bag of words (BOW). BOW is a scal-
able representation but not an expressive/deep representation because it ignores
many aspects of language, e.g. syntax, which are important for understanding. In
a BOW representation the sentence Yahoo bought Overture has the same represen-
tation as the sentence Overture bought Yahoo, which is syntactically and semanti-
cally quite different. One of the requirements of a good knowledge representation is
that each meaning has a different, unique form in the target representation ([10]).
At the other end of the spectrum are expressive representations such as FrameNet
([1]). FrameNet defines for each verb its possible meanings and the correspond-
ing roles associated with each meaning. Between the two extremes, BOW and
FrameNet, there are many representations with different degrees of expressiveness
and scalability, including: n-grams (bigrams, trigrams), Latent Semantic Analysis
(LSA), PropBank, and the logic form (LF). Ideally, we would have a scallable and
expressive representation.

3. What are NL-based KR?

A NL-based KR is a computational knowledge representation that is close to
the human language such that humans can easily operate with it. Probably, the
best way to convey the meaning of this definition is to provide a counter-example.
We show an example from the CYC project [13].

(#ist#CyclistsMt (#isa#Lenat #Person))
(#ist #NaiveStateChangeMt

(#implies
(#and

(#isa ?FREEZE #Freezing)
(#outputsCreated ?FREEZE ?OBJ))

(#stateOfMatter?OBJ

#SolidStateOfMatter)))

While computationally attractive, i.e. having well-defined meaning and struc-
ture, the above example is hard for humans to understand and use. For the
non-trained reader, it is close to impossible to understand the above CYC frag-
ment. It requires expensive training and personnel to be able to create, augment,
and maintain a large repository of knowledge encoded in such a computationally-
rigorous but human-unfriendly representation. A rigorous representation is one
with well-defined meaning and well-defined structure, i.e. structured as opposed
to open-structure which is characteristic of natural language. Not to mention the
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difficulty of using knowledge encoded in this type of representation by third par-
ties. The non-ergonomic nature of this or similar representations is the primary
reason the ambitious CYC project or similar efforts have been struggling to make
an impact on research and industry projects.

On the other side of the spectrum, the most ergonomic of all representations
is natural language. Natural language is the easiest for humans to operate with
when it comes to knowledge processing and sharing as it is the natural way for
people to communicate and encode ideas. As an example, we show a small excerpt
from the Declaration of Independence of the United States of America.

We hold these Truths to be self-evident, that all People are created equal, that

they are endowed, by their Creator, with certain unalienable Rights, that among

these are Life, Liberty, and the Pursuit of Happiness.

Without doubt, there is not a problem for humans to grasp the meaning of this
paragraph even though it was written more than two centuries ago. Furthermore,
almost any human can take this piece of knowledge and elaborate, i.e. augment it
with new knowledge.

3.1. Logic Form. The logic form (LF; [7, 8]; [6]; [19, 20]) is the earliest, according
to our knowledge, so-called NL-based KR. LF is a simple, first-order logic repre-
sentation in which predicates are derived from words and arguments of predicates
have linguistic meanings. It embeds recent advances in logic-form based repre-
sentations. The logic form has two important variants: word-based and concept-
based. The word-based representation was proposed by Hobbs ([9, 8]). It is an
ambiguous representation at predicate level. For instance, the word plant in the
sentence I bought a plant. has two senses: flora or industrial building. Thus, the
sentence would have two interpretations, one for each sense of the word, and two
different representations in logic form would be generated. The user of the logic
form would need to select the appropriate interpretation.

The concept-based representation on the other hand attaches to each predi-
cate its WordNet sense [19]. WordNet is a lexical database of English [16]. In
the concept-based representation, there is only one logic form, a canonical repre-
sentation, generated for input sentences that use semantically similar words, i.e.
synonyms. By contrast, in the simple logic form representation the above exam-
ple would have two different representations. The correct representation must be
chosen dynamically from the knowledge base by the user of the knowledge base.

There are several issues with the concept-based representation. First, there
is need for word sense disambiguation, a very challenging task [10]. Word sense
disambiguation is the task of finding the correct sense of words with respect to a
sense inventory, e.g. WordNet. Second, new words or senses of known words that
are not already available in WordNet cannot be handled. Furthermore, there is
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no distinction between arguments and adjuncts of verbs. Adjuncts are optional
arguments of verbs such as temporal or spatial complements. For instance, the
argument yesterday in the sentence I saw an elephant yesterday. is an adjunct as
the sentence would be well-formed without it. The adjunct has the function of
providing extra information but it is not necesarily required by the verb see.

We propose a novel NL-base KR, the Latent Semantic Logic Form (LS-LF),
which extends the concept-based logic form by replacing the WordNet-based rep-
resentation of concepts, i.e. word senses, with the vectorial representation of con-
cepts in Latent Semantic Analysis (LSA; [12]). LSA uses word co-occurrence
information derived from millions of documents to define meaning of individual
words. In LSA, the meaning of a word is characterized in terms of the company
it keeps, i.e. the words with which it co-occurs in texts. One of the advantages
of the LSA representation of words is that it is automatically derived from large
collections of texts. LSA handles synonymy, i.e. words with same meaning, very
easily. Similar words correspond to neighboring points in an LSA space. There
is no need for word sense disambiguation in LSA-based representations are the
meaning of a word is uniquely determined by the corresponding LSA vector.

There are several advantages of the proposed LS-LF representation over the
concept-based representation that come from using LSA to represent word seman-
tics. By replacing the WordNet sense of a word with its corresponding LSA vector
the hard task of word sense disambiguation is avoided. The meaning of a word is
already captured in the LSA vector. Furthermore, the LS-LF representation could
capture meanings of words in particular domains, e.g. conceptual physics domain,
by simply creating an LSA space based on a collection of texts from that domain.
A domain specific LSA space can be created automatically (helping scalability)
as opposed to a WordNet-like solution of word sense inventory creation which is
mostly manual. In addition, the newly proposed representation of LS-LF can be
used in conjunction with automated provers to reason about knowledge, which is
not possible with LSA alone.

4. The Latent Semantic-Logic Form Representation

This section describes the details of our newly proposed knowledge representa-
tion: the Latent Semantic-Logic Form (LS-LF). Similar to any NL-based knowl-
edge representation, there are two guiding principles that influenced the design
of LS-LF: (1) the representation should be close to NL and (2) should be syntac-
tically simple. These guiding principles provide assurance for a highly accurate
algorithm for mapping knowledge from texts onto the knowledge representation.

As in LF, the LS-LF notation could be simplified by ignoring determiners,
plurals, punctuation, auxiliaries, and verb tenses. This simplification is necessary
for an accurate automated derivation of the LS-LF from texts. However, one can
extend the LS-LF with these ignored aspects for richer language and knowledge
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processing. The LS-LF of a sentence is the conjunction of individual predicates,
where the relationships among them are expressed via shared arguments.

Predicates are generated for all content words such as nouns, verbs, adjectives
and adverbs. Prepositions and conjunctions are also mapped into predicates. In
the LS-LF form, predicates correspond to base forms (lemmas) of words. The
name of the predicate is the word’s base form, followed by its part of speech, and
the LSA vector. Examples of predicates in LS-LF for the sentence Same force will

produce a larger acceleration in a light object. are the following: force:n:LSA-V1,
produce:v:LSA-V2, acceleration:n:LSA-V3, object:n:LSA-V4,

larger:a:LSA-V5, and light:a:LSA-V6. LSA-V denotes the LSA vector corre-
sponding to the respective word. Because the LSA vector is a 300-500-dimension
vector, it is hard to reproduce it here. LSA-V followed by an unique index for each
predicate in a sentence will be used to refer to such vectors. In the concept-based
LF, WordNet senses are attached only to content words because WordNet contains
entries only for content words ([19]). Similarly, not all words have corresponding
LSA representations, e.g. frequent words such as prepositions. For the rest of the
paper, an LSA vector will be attached to each word for consistency. A zero vector,
i.e. all its entries are zero, will be assumed for words with no corresponding real
LSA vector. In LS-LF as in LF ([6, 19, 20]), the position of the arguments of a
predicate with many arguments is meaningful. For instance, all verb predicates
have the following arguments:

• ei represents the eventuality of the action, event or state i described by
the verb; we call this the id argument because it uniquely identifies the
action, event, or state;

• x1 represents the logical subject of the action, event or state i described
by the verb;

• x2 − xj represent the objects of the action, event, or state; x2 is the
direct object and the following arguments are the indirect objects;

• xj+1 − xk represent the adjuncts of the action, event, or state; the ad-
juncts are optional arguments of the verb; adjunct arguments are sepa-
rated from the object arguments by a semi-colon.

The first argument of verb and noun predicates identifies the corresponding
event or entity. Predicates that describe an event are identified by an argument of
type e, while predicates describing entities are identified by an argument of type
x. Assigning an identification argument for events described by action verbs, as
proposed by Davidson ([4]), allows for compositionality while keeping the repre-
sentation simple.

As an example of the importance of identification arguments, we consider a
complex sentence composed of two clauses linked via the coordinated conjunction
and. We also suppose one clause has push as the main verb and the other pop. The
overall meaning of the complex sentence should be the composed meaning of the



WHAT NEXT IN KNOWLEDGE REPRESENTATION? 7

two clauses which could be represented using the id arguments as and(e3, e1, e2)

& push (e1) & pop (e2) (we ignore in this example the other arguments of the
verbs to better illustrate our point). The & represents logical and, e3 is the event
which is the result of and-ing two other events e1 and e2, and e1 and e2 are the
identifiers for the push and pop events, respectively.

An example of an LS-LF representation for an entire sentence, The engine con-

verts thermal energy to mechanical work., is engine:n:LSA-V1 (x1) &

convert:v:LSA-V2 (e1, x1, x2, x3) & thermal:a:LSA-V3 (x2) &

energy:n:LSA-V4 (x2) & to:p:LSA-V5 (x2, x3) & mechanical:a:LSA-V6 (x3)

& work:n:LSA-V7 (x3). The verb converts is mapped onto the predicate
convert:v:LSA-V2 (e1, x1, x2, x3) where e1 is the id of the converting event, x1

is its logical subject - engine, x2 is the direct object - thermal energy, and x3 is
its prepositional object - mechanical work. There are no adjuncts associated with
this verb. Mechanical, an adjective which acts like a modifier for the noun work,
borrows the argument from the noun, i.e. x3. That is, modifiers (adjectives and
adverbs) are predicates with a single argument borrowed from the word (noun and
verbs, respectively) they modify.

The distinction between true arguments and adjuncts for verbs is necessary
when it comes to automated reasoning. A relaxed predicate matching operation
can be defined between two verb predicates that would be successful if the verbs
and their arguments match but the adjuncts do not. As an example, we consider
the sentences The light car accelerates and The light car accelerates every moment.

The LS-LF predicates for the two verbs are accelerate:v:LSA-V1 (e1, x1) and
accelerate:v:LSA-V1 (e1, x1;x2), respectively. x2 represents the adjunct mo-

ment of verb accelerate in the latter sentence. If a standard matching operation is
initiated between the two predicates, it will fail because the first accelerate predi-
cate has one argument less, i.e. x2. For matching to succeed, the predicate them-
selves must be identical and the arguments should also match. Two arguments
can match if they are identical or if one of them is a variable. However, a relaxed
matching operation can be defined that would allow a successful matching, at a
small penalty, for verbs with different adjuncts (all other things equal). A further
relaxation would be to allow successful matching of verbs that are semantically
similar, e.g. they are synonyms or are highly similar based on LSA cosine scores
(computed as normalized dot product between the corresponding LSA vectors of
the words). Such a relaxed matching operation can be useful for quantification in
automated reasoning with LS-LF. There are reasoning mechanisms in which the
proposed relaxed matching operation can be integrated and which can be used to
quantify proofs ([8, 15]). A weighted inference mechanism can be envisioned based
on the proposed relaxed matching operation. For instance, one could adopt the
model used in the Why-Atlas project ([15]): on the basis of student statements the
system infers the explanations given the background knowledge (problem descrip-
tion and physics laws). Implementation-wise, the freely available Mini - TACITUS
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system could be used for abductive proofs. There is a straightforward mapping of
the LS-LF representation into the Mini-TACITUS representation because the two
are related. Alternatively, one can add extended Horn clauses to implementation
of Prolog resolution, which has been used by the author to justify the correctness
of answers in Question Answering ([17, 19]).

LS-LF is robust. The LSA component of the LS-LF representation acts like
a safety net for the overall expressive, symbolic LS-LF representation. That is,
when certain input is challenging, e.g. in Intelligent Tutoring Systems where the
interpretation of student input could solely rely on the LSA component. Student-
type contributions are often challenging with many spelling errors and broken
syntax. Defining the conditions when to use the safety net is a research question
that needs answers. Pattern based methods, eventually based on machine learning,
could be used to detect scruffy (student) input. Some Intelligent Tutoring Systems,
e.g. AutoTutor [5], have modules for identifying frozen expressions, such as I don’t

know or What did you say?, which could form the starting point for developing a
module for automatic detection of challenging natural language (student) input.

LS-LF is expressive. The LS-LF is able to capture subtle differences between
similar sentences as it integrates lexical, syntactic, and semantic information (in
the form of LSA vectors). On the contrary, simple LSA-based approaches to in-
terpreting student input cannot distinguish subtle differences between similar, in
terms of words, student assertions. We illustrate two problems with LSA, syntax
and inferences, which can be handled by LS-LF. For instance, LSA does not distin-
guish between the following two sentences: The heavy truck accelerates faster for

the same force than the light car. and The light car accelerates faster for the same

force than the heavier truck. The difference between the two sentences is purely at
syntactic level. In the first sentence, the truck is the subject of the accelerate event
while in the second sentence the subject is light car. Using the LS-LF represen-
tation, the two sentences would not match because the corresponding accelerate

predicates in the two sentences fail to match due to unmatched arguments: ac-

celerate in the first sentence has heavy truck as subject argument while accelerate

in the second sentence has light car as subject argument. Attempts to make LSA
sensitive to different word order, i.e. syntax ([26]), and verb senses have been made
([25]) but they have limited scope and it is not clear what their value is for other
needed facilities such as inferences. AutoTutor uses, with limited success, besides
the core LSA approach a word-weighting scheme and an advanced algorithm based
on syntactic information as ways to mitigate some of LSA’s drawbacks. Lack of
inference capabilities is indeed a problem with LSA. For instance, to successfully
match the expectation The same force will produce a larger acceleration in a less

massive object than a more massive object., to this student input The light car

accelerates faster for the same force than the heavier truck., we need to infer that
more massive object implies heavier truck. To do that, world knowledge is needed.
Our solution is to use WordNet ([16]) as a source of world knowledge. Massive in
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WordNet is linked via a similar-to relation to heavy and thus more massive infers
heavier. Truck is linked via a long chain of hypernymy relations to object in Word-
Net, which is what we needed to infer that the truck is an object. To be able to
use the world knowledge in WordNet in LS-LF, one must map WordNet onto an
LS-LF knowledge representation, which is a feasible task (see next the description
of the eXtendend WordNet project).

LS-LF is scalable. Scalability can be defined as either the capacity to process
larger text inputs or new domains (portability) without prohibitive cost increases.
One clear advantage of the LF is its closeness to NL, which makes it scalable.
The scalability of the LF is evidenced by the eXtended WordNet (XWN) project
(http://xwn.hlt.utdallas.edu/). One of the goals of the XWN project was to gen-
erate a large scale knowledge base of world knowledge represented in LF. The
XWN knowledge base has been automatically generated from WordNet through
methods developed by the author [19]). The knowledge base was then used in
conjunction with automated provers to justify the correctness of answers in Ques-
tion Answering ([17]). WordNet ([16]) is a large lexical database of English which
contains 155,287 nouns, verbs, adjectives, and adverbs. The words are grouped in
117,659 synsets, i.e. sets of synonymous words that define a concept. An example
of a synset is {speed, velocity}. Each synset or concept has a textual definition
attached to it. For instance, the concept of {speed, velocity} is defined in Word-
Net as distance travelled per unit of time. The concept-definition pairs were used
to generate axioms or facts in the XWN knowledge base ([19]). Using a simi-
lar methodology, we could automatically build domain specific knowledge bases
which are needed to correctly interpret student input in particular domains, e.g.
conceptual physics.

5. Conclusions

We have argued in this article that a class of knowledge representations, called
natural language-based knowledge representations (NL-based KRs), are the best
choice for representing and processing automatically knowledge. NL-based KRs
are both computationally- and human-friendly, two opposing requirements which
are not satisfied by any other representation we are aware of. Furthermore, some
type of knowledge, e.g. tacit knowlege, is hard to express in words and conse-
quently in NL-based KRs. Natural language-based representations are particularly
suitable for verbose domain such as biology or conceptual physics where language
is the primary form of encoding knowledge by humans. The article also described
in more detail one promising natural language-based knowledge representation, the
latent semantic logic form (LS-LF), which is a first-order logic inspired represen-
tation enriched with various categories of linguistic knowledge: lexical, syntactic,
and semantic. The latent semantic logic form is currently being experimented with
in intelligent tutoring systems for conceptual physics.
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