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Abstract. This article describes the problem of detecting the student mental models, i.e. 

students’ knowledge states, during the self-regulatory activity of prior knowledge activation in 

MetaTutor, an intelligent tutoring system that teaches students self-regulation skills while 

learning of complex science topics. Additionally, it presents several approaches to automatically 

detecting students' mental models in MetaTutor based on student-generated paragraphs during 

prior knowledge activation. Three major categories of methods were explored and combined 

with various machine learning algorithms. A detailed comparison among the methods and 

across all algorithms is provided. The evaluation of the proposed methods is performed by 

comparing the methods’ predictions with human judgments on a set of 309 prior knowledge 

activation paragraphs collected from experiments with MetaTutor on college students. 

According to the experiments, a word-weighting method, which uses tf-idf values calculated 

from the corpus, combined with a Bayes Nets machine learning algorithm, offers the most 

accurate results. Second best performance is given by a Latent Semantic Analysis-based 

approach enhanced with lexical features and combined with the machine learning algorithm of 

Logistic Regression. 

 

1. Introduction 

We address in this article the challenging problem of automatically detecting students’ level of 

understanding of a topic, i.e. their mental models, based on a paragraph of text that they are prompted 

to write while interacting with MetaTutor [5], an intelligent tutoring system that teaches students self-

regulatory processes during learning of complex science topics. 

At the beginning of their interaction with MetaTutor, students are given a learning goal (e.g., learn 

about the human circulatory system) and encouraged to use a number of self-regulatory processes, for 

example planning or monitoring progress towards goal, that will eventually help with their learning. One 

of the important self-regulatory processes in MetaTutor is prior knowledge activation (PKA), which 

involves students recalling knowledge about the topic to be learned. During prior knowledge activation, 

students must write a paragraph which is assumed to reflect students’ knowledge about the learning 

goal. Excerpts from PKA paragraphs corresponding to High, Medium (Med), and Low mental models 

with respect to the goal of “learn about the circulatory system” are given in Table 1. The paragraphs are 

reproduced as typed by students. Given such PKA paragraphs, the task is to infer students’ mental 

models. 



Table 1 Examples of PKA paragraphs for High and Low mental models (MM) 

MM Prior Knowledge Activation Paragraph 

High The blood from the heart is pumped out by the aorta (the largest artery in the body). The blood 
then moves throughout the body and supplies blood and oxygen to the cells. The blood when 
complete of nutrients and oxygen joins with veins and capillaries and begins its return trip to the 
heart. The blood is then replenished with oxygen and nutrients from the lungs and pumped in 
and out of the heart by the contracting of the heart muscle. There are four separate chambers in 
the heart and the blood moves between these. Backward movement of blood flow is stopped by 
valves that prevent blood from moving in any direction but forward. If the heart is beating 
correctly, all cells in the body will receive nutrients. However, if an individual eats a lot of fat and 
has high cholesterol, fat will build up in the arteries and on the heart. 

Med The circulatory system is composed of blood, arteries, veins, capillaries, and the heart.  It’s 
purpose is to supply blood flow and oxygen to the body and to pick up waste (carbon dioxide).  
Blood is either oxygen rich or poor.  Oxygen poor blood needs to return to the lungs from the 
heart to get more oxygen.  Once blood has generated through the body it’s oxygen is depleted.  
Needs to get back to the heart so it can get back to lungs.  

Low The circulatory system is comprised of the heart, blood, and blood vessels. The heart is the main 
muscle that blood is pumped in and out of. When blood is oxygen poor, it is pumped into the 
heart where a system takes place and the blood becomes oxygen rich. It is then placed into the 
body. To be specific about this, the heart is composed of four chambers that function. 

 

A knowledgeable student on the topic of “the human circulatory system” should be aware of the 

following major concepts or subtopics: the purposes of the circulatory system, the systems of circulation 

(lungs versus systemic), the heartbeat (diastole and systole), the heart components (aorta, atria, valves), 

blood vessels (arteries, veins, capillaries), blood components (hemoglobin, red blood cells, white blood 

cells), and the malfunctions of the circulatory system. In Table 1, we can see that the PKA paragraph in 

the row labeled High covers many of these topics while the Low PKA paragraph covers only a few. The 

Medium PKA paragraphs falls somewhere in between. A basic approach to detect a student’s level of 

understanding (Low, Medium, High) is to analyze the PKA she generates and assess how many of the 

major concepts are present and at what level of granularity, e.g. if the student mentions the heartbeat 

but not its parts of diastole and systole then she only coarsely described that topic. If this approach is 

integrated in an intelligent tutoring system such as MetaTutor the challenge is to automate it. 

This article describes methods to automatically detect students' mental models (MM) in MetaTutor. We 

view the task of detecting the student mental models as a standard classification problem. The general 

approach is to combine textual features, which are automatically extracted, with supervised machine 

learning algorithms to automatically derive classifiers from expert-annotated data. 

We investigated three categories of methods and combined them with six machine learning algorithms. 

In the first category of methods, called content-based, student-generated PKA paragraphs are 

automatically compared with various sources of knowledge, i.e. benchmarks, describing the learning 

goal. The sources are (1) a collection of content pages related to the goal, (2) a taxonomy that includes 

the major concepts related to the goal, or (3) ideal/expected paragraphs, written by human experts, 

describing the learning goal and its subgoals. In the second category of methods, called cohesion-based, 



we rely on cohesion measures to predict mental models. We used Coh-Metrix [22] to calculate a wide 

range of cohesion indices from the PKA paragraphs. The third category of methods, called word-

weighting, maps student-articulated PKA paragraphs onto a set of features, one feature for each word. 

The values of these features are weights derived using distributional information of the words across a 

corpus of documents (in our case the PKA paragraphs). This latter method resembles traditional text 

classification models [15] in that it uses individual words as features (some classification models also use 

the positions of the words as features). 

In addition to all the above methods, we also experimented with several baseline methods. The first two 

are naïve baselines: random guessing and uniform guessing (guessing all the time the dominant category 

in the training data set). The other two baselines are more informed: a simple text-length and word-

type-count method and a simple regression with one predictor variable. 

We combined the above methods with the following six algorithms which belong to three major classes 

of classifiers [20]: Logistic Regression and Support Vector Machines for function-based classifiers, naïve 

Bayes and Bayes Nets for Bayesian classifiers, and two variants of decision trees (J48 and J48 with 

grafting). These algorithms were selected because of their diversity in terms of patterns in the data they 

are most suited for. For instance, naive Bayes are best for problems where independent assumptions 

can be made among the features describing the data. The diversity of the selected learning algorithms 

provides some assurances that we covered a range of relational patterns among the used features and 

that, eventually, we have best exploited the potential of the chosen features to solve our classification 

problem. 

The rest of the article is structured as follows. The Background section presents the intelligent tutoring 

system MetaTutor and its mental models coding scheme. Also, it discusses previous work on assessing 

natural language student input educational computer-based environments. The next section, Methods, 

provides details about the methods we explored whereas the Experimental Setup and Results section 

presents performance figures. The Discussion section summarizes the results, lessons learned, and 

outlines plans for the future. The Conclusions section ends the paper. 

2. Background 

MetaTutor is an adaptive hypermedia learning environment that is designed to detect, model, trace, and 

foster students’ self-regulated learning about human body systems such as the circulatory, digestive, 

and nervous systems [5]. Theoretically, it is based on cognitive models of self-regulated learning [1, 17, 

19, 21]. The underlying assumption of MetaTutor is that students should regulate key cognitive, 

metacognitive, motivational, social, and affective processes in order to learn about complex and 

challenging science topics. The design of MetaTutor is based on extensive research by Azevedo and 

colleagues’ showing that providing adaptive human scaffolding, that addresses both the content of the 

domain and the processes of self-regulated learning, enhances students’ learning about challenging 

science topics with hypermedia [2, 3, 4, 5, 10]. Overall, their research has identified key self-regulatory 

processes that are indicative of students’ learning about these complex science topics. More specifically, 

they include several processes related to planning (e.g., generating sub-goals, activating prior 

knowledge), metacognitive monitoring processes (e.g., feeling of knowing, judgment of learning), 



learning strategies (coordinating information sources, summarization, hypothesizing), and methods of 

handling task difficulties and demands (e.g., time and effort planning). 

The actual MetaTutor learning environment is depicted in Figure 1. The interface of MetaTutor is 

comprised of a learning goal (either set by the experimenter or teacher), and is associated with the sub-

goals box where the learner can generate several sub-goals for the learning session. A list of topics and 

sub-topics are presented on the left-side of the interface, while the actual science content (including the 

text, static and dynamic representations of information) are presented in the center of the interface. 

The main communication dialogue box (between the learner and the environment) is found directly 

below the content box. The pedagogical agents are available and reside on the top right-hand corner of 

the interface. In this case, Pam the Planner is available to assist the learner through the process of 

setting goals for the learning task. Below the agent box is a descriptive list of SRL processes that the 

learner can use throughout the learning session. Specifically, the learner can select the SRL process 

he/she is about to use by highlighting it. The goal of having learners select the processes is to enhance 

metacognitive awareness of the processes used during learning and to facilitate the environment's 

ability to trace, model, and foster learning. The purpose of the MetaTutor project is to examine the 

effectiveness of animated pedagogical agents as external regulatory agents used to detect, trace, model, 

and foster students' self-regulatory processes during learning about complex science topics. MetaTutor 

is in its infancy, thus the algorithms to guide feedback to the student are not yet fully developed and 

tested. The challenge will be to provide feedback both on the accuracy of the content, as well as the 

appropriateness of the strategies being used by the student. 

3. Mental Models 

Self-regulation is most important when students engage in tasks that challenge them. Research has 

shown that complex science topics, such as the circulatory system, are difficult for students to 

understand [5, 6.5, 7, 24, 25, 26, 27, 28]. Often, students acquire declarative knowledge of these topics, 

but lack the conceptual understanding, or mental model, necessary to be successful [3, 6.7, 29]. Mental 

models are cognitive representations that include the declarative, procedural, and inferential knowledge 

necessary to understand how a complex system functions. Mental models go beyond definitions and 

rote learning to include a deep understanding of the component processes of the system and the ability 

to make inferences about changes to the system. One way the acquisition of mental models of complex 

systems can be facilitated is through presenting multiple representations of information such as text, 

pictures, and video in a multimedia and hypermedia learning environment [13]. Therefore, hypermedia 

environments, such as MetaTutor, with their flexibility in presenting multiple representations, have 

been suggested as ideal learning tools for fostering sophisticated mental models of complex systems [1, 

8, 11].  

Detecting mental model shifts during learning is an important step in diagnosing ineffective learning 

processes and intervening by providing appropriate feedback. One method to detect students' initial 

mental model of a topic is to have them write a paragraph. Cognitively, this activity allows the learner to 

 



 

Figure 1 Sample Screenshot of MetaTutor 

 
 

activate their prior knowledge of the topic (e.g., declarative, procedural, and inferential knowledge) and 

express it in writing so that it can be externalized and amenable to computational methods of analysis. 

The mental model can be categorized qualitatively, and depending on the current state (e.g., simple 

model vs. sophisticated model), is then used by the system to provide the necessary instructional 

content and learning strategies (e.g., prompt to summarize, coordinate informational sources) to 

facilitate the student's conceptual jump to the next qualitative level of understanding. Along the way, 

students can be prompted to modify their initial paragraph and thereby demonstrate any subsequent 

qualitative changes to their initial understanding of the content. This qualitative augmentation is a key 

to an intelligent, adaptive hypermedia learning environment’s ability to accurately foster cognitive 

growth in learners. This process continues periodically throughout the learning session. 

3.1. Mental Models Coding 

Due to their qualitative nature, most researchers develop complex coding schemes to represent the 

underlying knowledge and most often use categorical classification systems to denote and represent 

students' mental models. For example, Chi and colleagues' early work [7] focused on 7 mental models of 

the circulatory system. Azevedo and colleagues [1] extended their mental models classification to 12 to 



accommodate the multiple representations embedded in their hypermedia learning environments. In 

this article, we have re-categorized our existing 12 mental models of the circulatory system (see 

Appendix B in [10] for the details) into 3 categories of low-, intermediate, and high-mental models of the 

circulatory system. The rationale for choosing the 3-category mental models approach was to enhance 

the ability of determining students' mental models shifts during learning with MetaTutor and because 

the 12 mental models approach would have been too detailed of a grain size to yield reliable 

classifications and thus to accurately assess "smaller" qualitative shifts in students' models. 

Furthermore, with more mental models we would have needed substantially more instances to train our 

classifiers. 

3.3. Previous Work on Evaluating Natural Language Student Input in Educational Computer-

based Environments 

 

Our task of automatically classifying the PKA paragraphs resembles two other important tasks in 

educational computer-based environments: student essay scoring and assessment of student-

articulated responses in intelligent tutoring systems. 

Automatic Essay Scoring (AES) is the task of automatically evaluating and scoring written prose (Shermis 

& Barrera, 2002; Shermis & Burstein, 2003). AES is used in industry and education to overcome time, 

cost, reliability and generalizability issues in writing assessment. Dikly [30] provides an overview of 

current and past approaches to AES, and describes some widely used AES systems, including Project 

Essay Grader™, which uses correlation to predict the intrinsic quality of the essays [31], Intelligent Essay 

Assessor™, which uses a semantic text-analysis method called Latent Semantic Analysis [12], E-rater®, 

which uses natural-language processing (NLP) techniques to identify specific lexical and syntactic cues in 

a text[35], IntelliMetric™, which uses a blend of artificial intelligence (AI), NLP and statistical 

technologies to evaluate the essays [32], and Bayesian Essay Test Scoring System (BETSY), which uses 

Bayesian learning methods to classify the texts [33]. The main similarity between AES and our task of 

mental model detection is the need to assess based on textual features how good an essay is with 

respect to the essay prompt or topic. In our case, we need to assess how good the PKA paragraph is with 

respect to the overall learning goal. AES differs from the task of mental model detection in that the size 

of an essay is usually larger than the average size of a PKA paragraph. Furthermore, an essay should 

follow the discourse structure of a well-contained document with an introduction, main body, and 

conclusion, which is not needed when writing a PKA paragraph. Nevertheless, PKA paragraphs should 

have a proper paragraph-level discourse structure. 

The task of assessing student-articulated responses is frequent in one category of intelligent tutoring 

systems (ITSs): those with natural language interaction, e.g.AutoTutor [9,25]and iSTART [14]. In such 

systems, after each student turn, the system must assess the student input based on which the system’s 

response is generated. Usually, the student input is in the form of a sentence or two. Thus, the task is to 

take this student contribution and assess it. One assessment method, used in AutoTutor and iSTART, is 

to compare the student response with an ideal statement, called an expectation. If the student response 

and expectation are similar enough the response receives a high score, otherwise the response is 



assigned a low score [36,37]. Our task of mental model detection is modeled similarly in some of the 

proposed methods (content-based and word-weighting but not-cohesion based) in that we compare the 

student-generated PKA paragraph with an “expected” benchmark. The major difference between 

assessing student-articulated responses in ITSs with natural language interaction is the size of the 

response: one or two sentences compared to 5-10 sentences in a PKA paragraph. 

The major challenge with assessing natural language input is that it is relatively unconstrained and rarely 

follows brittle rules in its computation of spelling, syntax, and semantics. Tutorial dialogue systems such 

as AutoTutor and Why-Atlas, which tutor students on Newtonian physics [9, 18], and the iSTART system, 

which helps students read text at deeper levels [14] have typically relied on statistical representations, 

such as latent semantic analysis (LSA; [12]) and content word overlap metrics [14] to process student 

input in natural language. LSA has the advantage of representing texts based on latent concepts (the LSA 

space dimensions, usually 300-500) which are automatically derived from large collection of texts using 

singular value decomposition (SVD), a technique for dimensionality reduction. More recently, a lexico-

syntactic approach, entailment evaluation [16], has been successfully used to meet the challenge of 

natural language understand and assessment in intelligent tutoring systems. The entailment approach 

has been primarily tested on short student inputs, namely individual sentences. Both LSA and the 

entailment approach pose some challenges for evaluating the PKA paragraphs we have to handle. LSA 

requires the construction of a LSA space based on a large collection of documents from the domain of 

interest, i.e. the circulatory system. Collecting such tests is a time consuming task. Also, LSA suffers from 

the text-length confound which means using it for handling paragraph-length texts would lead to high 

similarity scores, probably resulting in many false positives. In this case the LSA score should be 

normalized based on the length of the paragraphs. The entailment approach has been designed for 

sentence-to-sentence relation and thus it is not trivial to extend it to handle paragraph-to-paragraph 

tasks as it requires the use of a syntactic parser which operates on one sentence at a time. For the time 

being, we opted instead for a set of methods that combine textual overlap, cohesion, word-weighted 

features with machine learning algorithms to automatically infer student mental models. 

4. Methods 

 

All the methods we implemented have two major steps. The first step consists of data preprocessing 

and feature extraction. The details of this step are specific to each method and will be described later in 

the sections focusing on each particular method. During a second step, we used machine learning 

algorithms to induce various classifiers for categorizing PKA paragraphs into high, medium, and low 

mental models. We experimented with the six machine learning algorithms mentioned earlier. It is 

beyond the scope of this paper to discuss in detail these algorithms (see [15, 20] for details). In our 

experiments, we used the implementation of the algorithms from WEKA, a machine learning toolkit 

[20]. The algorithms were run with default parameters unless otherwise specified, e.g. SVM was run 

with the polynomial kernel. Our experiments have shown that for most of the learning classifiers in 

WEKA, the default parameters provide high performance. We did attempt to tune these parameters (on 

training data) but we did not see any considerable increases in performance. In particular, when we 

used the radial basis function kernel for the SVM classifier, the results were actually worse than the 



polynomial kernel. It should be noted that the goal of our work was to find the best combination of 

overlap, cohesion, and machine learning algorithms to solve the task of detecting mental models in 

MetaTutor. 

The performance of all the methods was evaluated using 10-fold cross validation. In k-fold cross-

validation the available data set is split into k folds. Then, one fold is kept for testing and the others (k - 

1) are used for training. This process is repeated for each fold resulting in k trials. The reported 

performance is then computed as the average of the individual trials' performances. When k = 10 we 

have 10-fold cross-validation. To further increase the confidence in the estimated values of the reported 

accuracy, we have run 10-fold cross-validation 10 times, each time with a different seed value, which is 

an input parameter to k-fold cross-validation evaluation. The seed value affects the way instances in the 

data set are selected for the individual folds. Thus, for each method and learning algorithm we compute 

10 * 10 = 100 performance scores and then take the average. The advantage of running 10-fold cross-

validation 10 times with different seed points is that each instance in the original data set is evaluated 

10 times. By comparison, a 100-fold cross-validation would result in each instance being evaluated once. 

We also ran paired t-tests among different methods and learning algorithms in order to check if 

differences in performance are statistically significant. We report performance in terms of accuracy and 

kappa coefficient. Accuracy is the percentage of correct predictions out of all predictions. Kappa 

coefficient measures the level of agreement between predicted categories and expert-assigned 

categories while also accounting for chance agreement. 

4.1. Content Based Methods 

The basic approach in the content-based methods is to compare student-articulated PKA paragraphs 

with a benchmark and assess how many of the key concepts in the benchmark are present in the 

student-articulated paragraphs. That is, if a student specified in the PKA paragraph many or all key 

concepts in the benchmark then the student most likely has a high mental model. Similarly, if the 

student only specified some or few of the key concepts then she is assigned an intermediate or low 

mental model, respectively. We also experimented with n-grams of concepts (i.e., sequences of 

consecutive concepts in a benchmark text) such that we capture contextual information and word order 

at some extent. 

The key concepts or benchmark are specified in different ways for the three methods in this category 

and it is in this aspect that the methods differ. The benchmarks are specified in the following ways, 

respectively: (1) expert-created domain taxonomy, (2) original pages of content, and (3) expert-

generated ideal descriptions of the learning goal and its subgoals. 

We take advantage of the goal-subgoals structure in MetaTutor when choosing the features to model 

the problem of detecting students’ mental model in MetaTutor. The learning goal in MetaTutor was 

divided by subject-matter experts into seven ideal subgoals, which cover the entire goal in a more or 

less even split. For the particular goal of the “learning about the human circulatory system”, the seven 

ideal subgoals are: systems of circulation, heartbeat, heart components, blood vessels, blood 

components, purposes of the circulatory system, and malfunctions of the circulatory system (see Figure 

1).  



Based on this goal-subgoals structure, we use the following eight features to model our task: one 

feature corresponding to the overall learning goal and one feature for each of the 7 ideal subgoals. The 

value of each feature represents the percentage of relevant tokens (key concepts or n-grams) in the 

entire benchmark (for the feature corresponding to the overall learning goal) or parts of the benchmark 

corresponding to a subgoal (for subgoal features) that are present in the student-generated PKA 

paragraphs. For instance, for the taxonomy-based method, a taxonomy of concepts is the benchmark. 

The overall goal, i.e. learn about the circulatory system, is the top node of the taxonomy (see Figure 1). 

The parts of the taxonomy benchmark corresponding to subgoals are the subtrees below the subgoals 

nodes in the taxonomy. We use nodes in these subtrees to compute the values corresponding to the 

seven subgoal-related features. Each node in the taxonomy represents a particular concept and is 

characterized by a list of keywords that are specific to that concept. The list of keywords associated with 

a concept is specified using regular expressions in order to handle a variety of forms. For example, the 

concept represented by the “White BC” node has as list of keywords: white, bc|”blood cell”, where the 

vertical bar means or. The advantage of this taxonomy-based method is its simplicity and small 

computational costs as the taxonomy only includes several dozen concepts. The trade-off is the cost 

associated with having an expert build the taxonomy. In MetaTutor, the taxonomy was needed for 

assessing student input and provide feedback during another self-regulation process, subgoal 

generation (not discussed here), and thus there is no extra effort to build the taxonomy specifically for 

mental model detection. 

Figure 2 Partial Taxonomy of Topics in Circulatory System 

 

 

Content-page-based methods are very similar to the taxonomy-based method with the difference that 

instead of using the taxonomy as benchmark, we used the subset of content pages related to the overall 

goal or subgoals, respectively. In MetaTutor, students are given the goal of learning about the human 

circulatory system and have access to relevant content pages on this topic from the encyclopedia 

Encarta. From a total of 41 pages, about 6 to 10 pages are associated with each subgoal, and the 

average size of pages is about 180 words per page. The values for the features are computed as the 

percentage of n-grams in the benchmark, or parts of it for subgoal features, that are present in the PKA 

paragraphs. In this method, it is necessary to know which page is relevant to which subgoal. An expert 

mapped each individual page onto each subgoal. Also, to generate the n-grams both the pages and PKA 



paragraphs are pre-processed: stop words are eliminated and the remaining words are lowercased and 

lemmatized. Stop words are very frequent words such as determiners, e.g. the. Lemmatization is the 

process of mapping all morphological variation of a word to its base form, e.g. hearts and heart are 

mapped to heart. We used both unigrams (uni) and bigrams (bi) to compute content overlap. We also 

experimented with a combined method in which both bigrams and unigrams are used (uni and bi). 

Bigrams have the advantage (over unigrams) of capturing some contextual information and word order, 

i.e. syntactic information. This content-page-based method has the advantage of needing no extra 

structures, e.g. expert-built taxonomies, to generate the features. We simply used the original content 

pages about the circulatory system. On the other hand, there is need for an expert to specify which 

content page is relevant to which subgoal. The biggest disadvantage of the content-page-based method 

is their use of too much content to compare against, e.g. bigrams from all the content pages for the 

overall goal feature, as opposed to a set of well-selected key concepts from a taxonomy as is the case 

with the taxonomy-based method. 

The other set of methods in this category, called expectation-based, compares student-generated PKA 

paragraphs with expert-generated ideal descriptions for each of the seven subgoals. These descriptions 

are short textual paragraphs comprising 5-7 sentences. The set of the seven ideal paragraphs for the 

subgoals is used to derive the eighth feature corresponding to the overall learning goal. The values of 

the features are generated using unigram and bigram overlap between the ideal paragraphs and the 

student PKA paragraphs, as in the previous method. In this method (labeled Ideal PKA in the following 

results tables), there is no need for creating a crisp taxonomy of concepts and decide which concepts is 

directly related to which concept. On the other hand, there is need to create the ideal paragraphs. 

However, the effort to create the ideal paragraphs is less compared to building a taxonomy. 

Content Based Methods with LSA. The methods we describe in this subsection are an extension to the 

content-based methods previously described. The difference is that instead of using word overlap score, 

we use as values for the features in our model LSA scores between student-articulated PKA paragraphs 

and the benchmarks. For the taxonomy-based methods, the benchmark  consists of the aggregated list 

of keywords that describe the taxonomy. Separate lists are built for the main goal and for each of the 

ideal subgoals. For content-page-based and expectation-based methods the benchmark is the 

aggregation of the content pages and the ideal PKA paragraphs, respectively. We detail next how LSA 

scores are computed between two texts. 

LSA-based methods to compute semantic similarity of texts require an LSA space. In our case, we have 

derived an LSA space from the TASA1 corpus. The corpus contains a distribution of texts from all genres 

(e.g. science, language arts, health, economics, social studies, business, and others) and has been 

successfully used as to derive LSA spaces in AutoTutor [9]. LSA represents the meaning of words as 

vectors in the LSA space which usually has 100-500 dimensions ([22]). In our case here, the LSA space 

has 326 dimensions). Intuitively, the dimensions of the LSA space represent abstract concepts, called 

latent concepts. To extend the LSA-based meaning representation from words to texts, i.e. sets of 

words, simple vector operations can be applied. That is, the LSA vector of a paragraph is the sum of the 

                                                             
1
 TASA comes from the name of the company that built the corpus: Touchstone Applied Science Associates 



vectors of the words in the paragraph. More sophisticated extensions from words to paragraphs are 

suggested in the literature [23]. For instance, a word can be assigned a weight which quantifies the 

importance of that word in the paragraph (local weight) and the whole corpus (global weight) from 

which the LSA space was derived. There are several ways to compute global weights that basically assign 

a low weight to words occurring often or in many documents [23]. The most common weight is entropy-

based, which we used in our experiments. It is defined as    ∑
            

       , where      
    

   
,       type 

of frequency of type i in document j, and      the total number of times that type i appears in the 

entire collection of n documents. 

To compute how similar two words or paragraphs are based on a LSA vectors, the cosine between the 

corresponding vectors must be computed. The cosine is simply the normalized dot product between the 

two vectors. A cosine value of 0 means there is no semantic similarity between words or paragraphs 

while 1 means they are semantically equivalent (for example synonyms). Similarly, if we are given two 

texts, an LSA similarity score can be computed. The mathematical details on how to calculate the LSA 

score between two texts follow. 

We denote the LSA vector of a word w with V(w), and the global entropy weight of the word with 

weight(w). We also denote the two texts we want to compare with T1 and T2. To find out the LSA 

similarity score between the two texts, i.e. LSA(T1, T2), we first represent each sentence as vectors in the 

LSA space, V(T1) and V(T2), and then compute the cosine between the two vectors. Equation 1 shows 

how the LSA vector of a text T is computed, while Equation 2 shows how the LSA cosine score is 

computed. 

Equation 1 

                ∑                  

   

 

Equation 2 

           
               

                   
 

One observation about Equation 4 is that it uses as local weight the frequency of a word in the input 

text, which by some LSA experts might be considered as not the best local weighting scheme because it 

gives too much weight/importance to very common words. A frequent word with a low entropy (e.g. 

the) will have a big impact on the LSA score, which is counterintuitive. A common approach to diminish 

the frequency factor for such words is to use the logarithm of the frequency [23]. However, tests have 

shown that, for our problem, the results are slightly worse when using the logarithm of frequencies. 

Summary of Results. Table 2 and 3 summarize the results, in terms of accuracy and kappa scores 

respectively, obtained with the content-based methods described above. The results were obtained 

from a dataset consisting of 309 PKA paragraphs collected from previous experiments by Azevedo and 

colleagues (based on [1, 2]). These paragraphs were classified by two experts with extensive experience 



coding mental models. Each expert independently re-coded each mental model essay into one of the 

three categories and achieved an inter-rater reliability of .92 (i.e., 284/309 agreements) yielding the 

following new dataset for this paper: 139 low mental models, 70 intermediate mental models, and 100 

high mental models. From the tables, we notice that a taxonomy-based method with logistic regression 

provides the best accuracy results while LSA with logistic regression yields best kappa score. 

The tables also provide results with an informed baseline (see Baseline column in tables), i.e., a logistic 

regression classifier that uses only one feature corresponding to the overall learning goal. We chose this 

method as it is similar to detecting thresholds to classify the PKA paragraphs into the three distinct 

levels of mental models using the similarity scores for overall learning goal. Tables 2 and 3 compare all 

the content-based methods with this informed baseline to check if the results are significantly different 

or not. A second informed baseline that we used will be discussed in the next section as it is pertinent to 

the method described there. 

Table 2 Accuracy results on Content Based Methods 

Dataset Baseline  Logistic  SMO NaïveBayes BayesNet J48 J48graft 

Baseline (input size)  63.46 62.46 61.33 58.16 62.25 62.25 

Content (LSA) 63.07 70.77 • 61.36 54.76 × 57.05 × 58.67 59.15 
Content (Unigrams) 62.88 68.48 • 67.22 • 63.50 63.62 60.61 60.58 
Content (Bigrams) 65.99 70.03 69.90 • 65.37 64.15 65.23 65.68 
Content (Uni and Bi) 64.50 70.55 • 68.80 • 65.63 65.92 65.47 65.41 

Ideal PKA (LSA) 64.50 69.03 59.83 53.56 × 52.94 × 56.50 × 57.15 × 
Ideal PKA (Unigrams) 64.72 65.63 67.80 66.11 66.14 65.85 65.89 
Ideal PKA (Bigrams) 62.43 67.05 • 67.80 • 61.42 65.18 62.14 62.37 
Ideal PKA (Uni and Bi) 64.72 66.83 67.02 64.94 64.53 65.40 65.66 

Taxonomy (LSA) 61.84 68.88 • 60.58 56.60 59.38 63.17 63.56 
Taxonomy (keywords) 62.72 70.88 • 67.31 • 61.45 62.28 62.24 62.27 

•, × statistically significant improvement or degradation compared to Baseline column 

Table 3 Kappa measures on Content Based Methods 

Dataset Baseline  Logistic  SMO NaïveBayes BayesNet J48 J48graft 

Baseline (input size)  .385 .367 .375 .374 .360 .360 

Content (LSA) .387 .537 • .367 .340 .322 .355 .362 
Content (Unigrams .375 .495 • .445 • .449 • .451 • .377 .376 
Content (Bigrams) .426 .513 • .491 • .461 .465 .454 .461 
Content (Uni and Bi) .401 .526 • .471 • .475 .474 .448 .446 

Ideal PKA (LSA) .401 .513 • .342 .324 .308 .323 .332 
Ideal PKA (Unigrams) .406 .447 .455 .478 • .487 • .471 .471 
Ideal PKA (Bigrams) .364 .459 • .443 • .389 .434 • .401 .404 
Ideal PKA (Uni and Bi) .406 .463      .438 .456 .464 .463 .467 

Taxonomy (LSA) .369 .506 • .364 .358 .365 .411 .417 
Taxonomy (keywords) .371 .529 • .445 • .390 .380 .405 .405 

•, × statistically significant improvement or degradation compared to Baseline column 



We also experimented with two naïve baseline methods, random and uniform. For the random baseline 

we obtained (accuracy = 0.31, kappa = -0.06 - a kappa close to 0 means chance) based on averaging over 

10 random runs while for the uniform baseline, i.e. predicting all the time the dominant class, which is 

the Low mental model class, we obtained (accuracy = 0.45, kappa = 0). We do not show these naïve 

baselines’ results in the tables to keep them clear and also because their performance is obviously much 

worse than the results obtained with the advanced methods and thus it allows for a quick assessment, 

outside the tables.  

4.1.1. Content Based enhanced with lexical features 

This category of methods is an extension of the content-based methods. We added two simple lexical 

measures, which are very intuitive and, when used alone, form our second informed baseline for our 

task. Text-length has been shown to correlate with essay scores in ASE and also in our data set the 

differences in terms of paragraph-length are statistically significant among the three categories of 

mental models (Low, Medium, High). First feature is the length of the text, or the number of characters 

(letters, digits, spaces and delimiters), and second features is the number of tokens in the text (tokens 

are mostly words but can also represent anything that is delimited by spaces or punctuation). Although 

the first feature is not lexical, but rather string-related feature, other researchers have successfully used 

such string features to help in text classification (e.g. see [34]). Second feature is also commonly used in 

AES systems, such as Project Essay Grader (see previous section on related work). The intuition behind 

these baseline features is that the longer the input text, the higher the probability that we have a high 

mental model, and vice versa, the shorter the text, the higher probability that we have a low mental 

model. With these two additional features, the number of features for this category of methods adds up 

to ten. 

Table 4 Accuracy results on Content Based Methods with lexical features 

Dataset Logistic  SMO NaïveBayes BayesNet J48 J48graft 

Content (LSA) 72.23 66.60 × 57.47 × 60.75 × 61.74 × 62.95 × 
Content (Unigrams) 69.25 69.87 64.40 63.50 × 64.20 64.75 
Content (Bigrams) 68.16 66.99 63.63 63.24 60.19 × 60.19 × 
Content (Uni and Bi) 70.68 68.73 63.49 × 62.94 × 65.82 65.89 

Ideal PKA (LSA) 72.72 66.31 × 56.47 × 59.61 × 62.14 × 62.98 × 
Ideal PKA (Unigrams) 68.19 68.54 60.78 × 61.75 × 60.93 × 61.19 × 
Ideal PKA (Bigrams) 65.76 67.86 66.37 66.09 65.92 66.11 
Ideal PKA (Uni and Bi) 67.15 67.57 64.82 65.73 64.94 65.07 

Taxonomy (LSA) 70.29 66.96 57.90 × 61.46 × 64.95 65.62 
Taxonomy (keywords) 68.39 66.73 62.29 × 60.26 × 60.43 × 61.33  × 

•, × statistically significant improvement or degradation compared to Logistic column 

 

 

 



Table 5 Kappa measures on Content Based Methods with lexical features 

Dataset Logistic  SMO NaïveBayes BayesNet J48 J48graft 

Content (LSA) .561 .436 × .382 × .400 × .394 × .411 × 
Content (Unigrams) .500 .491 .450 .450 .439 .448 
Content (Bigrams) .491 .441 .453 .449 .370 × .370 × 
Content (Uni and Bi) .530 .470 .448 .439 .454 .454 

Ideal PKA (LSA) .572 .430 × .366 × .392 × .404 × .416 × 
Ideal PKA (Unigrams) .480 .465 .389 × .402 × .385 × .388 × 
Ideal PKA (Bigrams) .449 .456 .485 .485 .470 .473 
Ideal PKA (Uni and Bi) .469     .448 .460 .479  .456 .458 

Taxonomy (LSA) .530 .442 × .380 × .403 × .449 .459 
Taxonomy (keywords) .492 .436 .414 .381 × .379 × .393 × 

•, × statistically significant improvement or degradation compared to Logistic column 

4.2. Cohesion Based Methods 

The methods in this category rely on features that measure the cohesion, use of language, and 

readability of the input texts. We used Coh-Metrix [22] to analyze the input texts and extract such 

features. Coh-Metrix offers over 400 literacy-based indices that are sensitive to cohesion relations, 

world knowledge, and language and discourse characteristics. Some of these indices are strongly 

correlated and some offer very detailed information specific to particular tasks. Initially, we have 

selected 58 features that we felt were more important to our problem and induced classifiers based on 

this set of features. Below we list the major categories of measures with examples of indices that we 

used: 

 Basic Count and Frequency, e.g. number of words, content words, pronouns, sentences or 

average syllables per word 

 Co-referential Cohesion measures the reference of nouns, pronouns or noun phrases to other 

constituents in the text 

 Semantic/Conceptual Similarity uses LSA to measure the semantic similarity between words 

 Syntactic Complexity, e.g. modifiers per noun phrase, or number of words before main verb 

 Lexical Diversity, in particular the Type-token2 ratio of all content words  

 Standard Readability Score measures use two readability formulas: the Flesch Reading Ease 

Score and Flesch-Kincaid Grade level score (see [12] for more details) 

 Situation Model Dimensions include causal, intentional, temporal, spatial, locational, and 

motional cohesion models 

 Word Information includes familiarity, imageability, and concreteness of content words 

 Logical Operators measures the incidence of logical operators, conditionals and negations 

As a second approach, called da-spss-tolerance, we filtered out some of the above features based on a 

discriminant analysis using SPSS, a statistical analysis software package. We removed all the features 

                                                             
2
 Type-token ratio is the number of unique words divided by the number of word occurrences. 



from the initial set of 58 features that failed the minimum tolerance level of 0.001. As a result, a total of 

19 features were selected to serve as input for the classification step. 

As a third approach, called highly-uncorrelated, we filtered out highly correlated features within a group 

of measures.  That is, we grouped the 58 Coh-Metrix indices into 17 categories based on their similarity, 

e.g. Basic Count group which includes indices such as number of words or averages words per sentence. 

Within each category we ran Pearson Correlation tests, using SPSS, and removed those features that 

were highly correlated (>.70) to the other features from the same category. In the end, a set of 38 

features resulted. We also ran a discriminant analysis on these new set of features. None of them failed 

the tolerance test. 

As an example of the feature filtering process based on correlation analysis, Table 6 shows correlation 

values for four features in the Basic Count measures group. These features are: number of words, 

number of sentences, number of paragraphs or turns, and average words per sentence. The table shows 

that the first two features are highly correlated, so the second feature was removed. Same filtering 

strategy was used for the rest of the groups. 

Table 6 SPSS Correlation output for features included in the Basic Count Measures group 

  Number of 
Words 

Number of 
Sentences 

Number of 
Paragraphs 

Average Words 
per Sentence 

Number of 
Words 

Pearson Correlation 
Sig. (2-tailed) 

 1 
 . 

 .871 •• 
 .000 

-.016 
 .777 

 .363 •• 
 .000 

Number of 
Sentences 

Pearson Correlation 
Sig. (2-tailed) 

 .871 •• 
 .000 

 1 
 . 

 .142 • 
 .013 

-.070 
 .220 

Number of 
Paragraphs 

Pearson Correlation 
Sig. (2-tailed) 

-.016 
 .777 

 .142 • 
 .013 

 1 
 . 

-.216 •• 
 .000 

Average Words 
per Sentence 

Pearson Correlation 
Sig. (2-tailed) 

 .363 •• 
 .000 

-.070 
 .220 

-.216 •• 
 .000 

 1 
 . 

••. Correlation is significant at the 0.01 level (2-tailed) 
•. Correlation is significant at the 0.05 level (2-tailed) 

Tables 7 and 8 below summarize the results obtained using the cohesion-based methods. In terms of 

accuracy, the highly-uncorrelated approach in combination with BayesNets yields both highest accuracy 

and kappa score. All the results were compared with the logistic regression method and whether the 

results were significantly different is reported (see the dot next to individual results in some cells in the 

Tables). 

Table 7 Accuracy results on Cohesion Based Methods 

Dataset Logistic SMO NaïveBayes BayesNets J48 J48graft 

Coh-Metrix: all 59.38 65.37 57.71 66.28 58.84 61.39 
Coh-Metrix: da-spss-tolerance 62.56 63.69 61.56 61.33 59.23 60.36 
Coh-Metrix: highly uncorrelated 63.32 65.69 61.50 69.39 58.38 61.30 

•, × statistically significant improvement or degradation compared to Logistic column 

 



Table 8 Kappa measures on Cohesion Based Methods 

Dataset Logistic  SMO NaïveBayes BayesNets J48 J48graft 

Coh-Metrix: all .367 .437 .383 .489 • .356 .393 
Coh-Metrix: da-spss-tolerance .396 .387 .421 .414 .355 .371 
Coh-Metrix: uncorrelated .421 .440 .429 .529 • .348 .391 

•, × statistically significant improvement or degradation compared to Logistic column 

Cohesion-based features measure the writing proficiency of the student but ignore the semantic 

content of the paragraph relative to the target topic. A system that will use only these features will have 

to presuppose that the student will indeed try to talk about the current topic and not about something 

else. Otherwise, the system would be easily fulled, which is a major issues in automatic essay grading, a 

related task to ours. One immediate solution to avoid gaming the system is to combine cohesion-based 

methods with content based features, which is the method described next. 

4.2.1. Content Based combined with Cohesion Based 

This method combines the features used in the content-based methods with the features from the 

cohesion-based methods. We wanted to explore the mixed effect of using both content and cohesion 

measures on predicting mental models based on the PKA paragraphs. In particular, we combined all 

content-based methods, one at a time, with the best cohesion-based method, the highly uncorrelated 

method. We have not used the best results obtained so far, which are content-based in combination 

with the two lexical features defined in section 4.1.1, because the cohesion-based features do include 

these two lexical features. The best accuracy results were provided by the Ideal PKA (bigrams) method 

in combination with BayesNets (69.65%) which is slightly worse than the best accuracy results obtained 

with content features alone (70.88%, see Table 2).  

Table 9 Accuracy results on Content Based combined with Cohesion Based Methods 

Dataset Logistic  SMO NaïveBayes BayesNets J48 J48graft 

Content (LSA) 63.31 66.22 61.82 66.27 59.16 61.81 
Content (Unigrams) 60.98 67.89 • 64.05 67.57 • 61.33 62.72 
Content (Bigrams) 60.61 66.89 • 63.14 67.42 • 57.18 59.67 
Content (Uni and Bi) 58.90 68.02 • 64.59 68.35 • 61.02 62.59 

Ideal PKA (LSA) 64.35 66.31 61.27 66.85 59.82 61.82 
Ideal PKA (Unigrams) 60.94 66.60 • 62.73 68.42 • 58.87 61.88 
Ideal PKA (Bigrams) 61.30 66.92 • 63.66 69.65 • 61.85 63.60 
Ideal PKA (Uni and Bi) 61.85 66.12 62.85 69.35 • 63.27 64.50 

Taxonomy (LSA) 63.12 65.53 60.91 65.46 61.69 62.50 
Taxonomy (keywords) 66.44 67.16 60.46 69.23 54.60 × 57.90  × 

•, × statistically significant improvement or degradation compared to Logistic column 

 

 



Table 10 Kappa measures on Content Based combined with Cohesion Based Methods 

Dataset Logistic  SMO NaïveBayes BayesNet J48 J48graft 

Content (LSA) .428 .453 .440 .487 .362 .401 
Content (Unigrams) .389 .479 • .468 .512 • .398 .418 
Content (Bigrams) .386 .465 • .453 .507 • .336 .371 
Content (Uni and Bi) .358 .484 • .475 • .521 • .392 .415 

Ideal PKA (LSA) .444 .454 .431 .499 .373 .401 
Ideal PKA (Unigrams) .389 .461 • .450 .515 • .358 .401 
Ideal PKA (Bigrams) .396 .468 .460 .542 • .405 .431 
Ideal PKA (Uni and Bi) .403     .454 .450 .536 • .427 .446 

Taxonomy (LSA) .426 .441 .425 .476 .403 .412 
Taxonomy (keywords) .476 .470 .414 .530 .294 × .342 × 

•, × statistically significant improvement or degradation compared to Logistic column 

4.3. Word-weighting Methods 

The basic idea for the word-weighting method is to map the PKA paragraphs onto vector 

representations in which there is a dimension for each word. That is, the number of dimensions equals 

the size of the vocabulary of the collection of paragraphs and benchmarks. To decide the size of the 

vocabulary, and thus of the space, we discarded some of the words based on information retrieval 

principles, e.g. very frequent words in the collection, and some pragmatic reasons, e.g. during training 

we noticed that dropping some words leads to better accuracy. We selected from each paragraph all the 

words that have minimum 4 letters (when all words were used performance results were slightly worse), 

excluding the stop words. The selected words are then converted to lower case and stemmed. The 

resulting set of words is used to describe the paragraphs, i.e. they are the features. Each feature is 

weighted using tf-idf (term frequency-inverted document frequency), which captures the local and 

global importance, respectively, of the corresponding word/feature for a given paragraph. Inverted 

document frequency (idf) is computed as the inverse of document frequency, which is the number of 

documents a term occurs in from the collection of paragraphs. Term frequency, tf, is the number of 

occurrences of a term/word in a paragraph. As a result, a total of 1038 features were extracted and used 

to describe each instance in the data set. Other weighting schemes, besides tf-idf, could be used but the 

tf-idf proved to be successful in a number of other applications [6] which is the reason we chose it. 

Importantly, the word-weighting method does not rely on a benchmark against which to compare 

student-generated paragraphs. It does need a training data set created by experts in which for each 

document the correct mental model is annotated. 

The results of the word-weighting method are presented in Table 11. It can be seen that this method 

with BayeNets provides the best accuracy results so far across all methods and all machine learning 

algorithms. This may be explained by the large number of features used in this method. 

Table 2 Accuracy results and Kappa measures on Word-Weighting Methods 

Dataset Logistic  SMO NaïveBayes BayesNet J48 J48graft 

Tf-Idf: accuracy 54.21 64.13 • 57.71 76.32 • 68.22 • 71.20 • 
Tf-Idf: kappa value 0.286 0.429 • 0.354 0.630 • 0.506 • 0.553 • 



5. Discussion 

Our goal was to identify what is the best mix of method, set of features, and learning algorithm for 

addressing the task of automated detection of mental models based on student-generated paragraphs 

during prior knowledge activation in MetaTutor. A summary of the best results for each category of 

methods is shown in Table 12. The format of this table is different from the format used for the previous 

tables: first column contains methods’ category, second column is the feature extraction approach, third 

column contains the number of features used, the fourth column shows the learning algorithm, while 

the last two columns provide accuracy and kappa scores, respectively. 

Table 3 Overview of results 

Category Feature Extraction  #Features Learning Method  Accuracy Kappa  

Baseline Count tokens & input size 2 Logistic 63.46 .385 

Content Based Taxonomy (keywords) 8 Logistic 70.88 .529 
 Content (LSA) 8 Logistic 70.77 .537 

Cohesion Based Coh-Metrix: uncorrelated 38 BayesNet 69.39 .529 
Content&Cohesion Ideal PKA (Bigrams) 8+38 BayesNet 69.65 .542 
Content&Lexical Ideal PKA (LSA) 8+2 Logistic 72.72 .572 

Tf-Idf Weighting Tf-Idf 1038 BayesNet 76.32 .630 

 

The conclusion we draw is that a tf-idf method combined with Bayes Nets leads to best overall results by 

far, in terms of both accuracy and kappa values. The use of individual words as features may be 

important for our problem in the context of a particular domain, the human circulatory system. It may 

be the case that some important concepts for the domain , e.g. aorta, are given significant non-zero 

weights for high mental model paragraphs and zero weights for low mental models. The large non-zero 

weights may be the key to its success. The second best results were obtained using the content and 

lexical features (text length, number of tokens) method combined with LSA similarity between the input 

paragraphs and the predefined ideal paragraphs and a logistic regression classifier. The success of this 

method could be explained by the ability of the LSA method to detect semantic similarities in the 

absence of exact word matching. That is, if a student used a similar but not exact word as specified in a 

benchmark, the LSA method would give credit to the student.   

Based on a more careful analysis of the results, we found that given a method, the choice of the 

machine learning algorithm is important. Looking at the results within each group of methods one can 

notice the relative large range of the performance figures. For instance, the accuracy values for the tf-idf 

method vary most from 57.71% for naive Bayes to 76.32% for Bayes Nets. This variability indicates that 

this method is more sensitive with respect to the choice of the machine learning algorithm. The last 

three groups of methods above tf-idf in Table 12 also show variability but they seem more stable as the 

range of the values is somehow smaller. The most stable methods are the ideal paragraph-based 

methods and the unigram/bigram methods. We plan to conduct a study on the stability of the tf-idf 

method once more PKA paragraphs are available from future MetaTutor experiments. Given its best 



performance overall, if we can show that this method is stable if more training data is available - as we 

suspect - it would be a very important finding leading to recommending this method for use. 

Conclusions 

We presented and evaluated several methods combined with machine learning algorithms for detecting 

student mental models in the intelligent tutoring system MetaTutor. We have found that a tf-idf method 

combined with a Bayes Nets algorithm provides the best accuracy and kappa values. Content-based 

methods with LSA-based similarity and combined with Logistic Regression provide competitive results.  
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