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Abstract. Anaphora resolution is a central topic in dialogue and dis-
course that deals with finding the referent of a pronoun. It plays a critical
role in conversational Intelligent Tutoring Systems (ITSs) as it can in-
crease the accuracy of assessing students’ mental model based on their
natural language inputs. Although the task of anaphora resolution is one
of the most studied problems in Natural Language Processing, there are
very few studies that focus on anaphora resolution in dialogue based
ITSs. Since ITSs are different from written texts and other spoken dia-
logues such as dialogues for airline ticket reservations, existing solutions
are not directly useable. To this end, we present Deep Anaphora Res-
olution Engine (DARE++) that adapts and extends existing machine
learning solutions to resolve pronouns in ITS dialogues. Experiment re-
sults show that it can achieve a F-measure over 88 %, showing a great
potential for resolving pronouns in student-tutor dialogues.
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1 Introduction

The task of anaphora resolution is to identify the referent of a pronoun in dia-
logue and discourse. It is one of the important tasks in many NLP applications
such as information extraction, text planning, essay grading and summarization.
In this paper, we focus on the task of anaphora resolution in a relatively new
NLP application, dialogue-based Intelligent Tutoring Systems (ITSs).

ITSs are a category of advanced educational technology that tailor instruction
to each individual student in order to maximize learning for every single student.
Indeed, ITSs have already proven to be very effective at inducing learning gains in
students [?]. The main type of interaction between a typical ITS and a student
can vary from point-and-click interactions to fully conversational interactions
that mimic the dialogue-based interaction between a human tutor and a student.
In dialogue based or conversational ITSs, students typically solve problems (e.g.
Physics problems) and get hepl from the computer tutor in the form of guiding
questions and other types of hints.



An accurate student model is needed for effective ITSs as the computer tu-
tors’ scaffolding is guided by the student model. The accuracy of the inferred
student model is directly dependent on solving anaphors in student responses
which allows to best assess the correctness of the student response. Incorrect as-
sessment of the responses could lead to incorrect feedback provided by the system
which, in turn, could frustrate students sometimes to the point of quitting using
the system. Consequently, that would lead to suboptimal learning.

Consider the real student-tutor interaction below from the intelligent tutor-
ing system DeepTutor [?]:

PROBLEM: A mover pushes a desk with constant velocity V0 across a carpeted
floor. Suddenly, the mover stops pushing. What can you say about the motion of
the desk after the mover stops pushing ? Explain why.

STUDENT ANSWER: The desk will stop moving because it was only moving
due to the applied force of the mover pushing on it. It does not have a constant
velocity or acceleration to keep it going.

The student answer in the example above has four pronouns, all referring to
desk. To fully understand the student response these pronouns must be resolved.
A pronoun resolution algorithm such as the one proposed here could help solve
the four pronouns. The need for such an algorithm is further emphasized by the
fact that pronoun use is quite frequent in tutorial dialogues. Indeed, it has been
previously found that students’ use of pronouns while conversing with a computer
tutor in ITSs is quite frequent [?]. The authors reported 5,881 pronouns in 5,589
distinct student turns extracted from a total of 25,945 dialogue turns (this latter
figure includes system turns as well).

Three types of anaphora usage can be identified in student-tutor interac-
tions. They include Intra-turn, Inter-turn intermediate and Inter-turn history
anaphora and are presented in Table 1. In the case of Intra-turn anaphora, the
referents corresponding to the pronouns in students’ answers are found within
the students’ answers themselves. However, in Inter-turn intermediate anaphora,
the referents lie in the most recent tutor turn [?] and in Inter-turn history, the
referents are located in earlier dialogue turns. WHAT ABOUT REFERENCES
IN THE PROBLEM DESCRIPTION? WHERE DO THEY FALL?

While anaphora resolution is a well-studied problem in written texts [?,?,?]
and dialogue [?,?,?], there are very limited works which address anaphora res-
olution in dialogue based ITSs which are more specific systems with different
assumptions. Due to the peculiarities of tutorial dialogues, existing solutions for
anaphora resolutions must be adapted to get optimal resolutions of anaphors
in ITS dialogues. To this end, we propose Deep Anaphora Resolution Engine
(DARE++) for resolving pronouns in conversational ITSs. DARE++ is the first
machine learning technique proposed for resolving pronouns in ITSs. It is guided



Table 1. Use of pronouns in students’ responses

(a) Intra-turn :
TUTOR:What does Newton’s second law say?
STUDENT:for every force, there is another equal force to counteract it
(b) Inter-turn immediate:
TUTOR:What can you say about the acceleration of the piano based on Newton’s
second law and the fact that the force of gravity acts on the piano?
STUDENT: It remains constant.
(c) Inter-turn history:
TUTOR: Since the ball’s velocity is upward and its acceleration is downward, what
is happening to the ball’s velocity?
STUDENT: increasing
TUTOR: Can you please elaborate?
STUDENT: it is increasing

by thousands of student-tutor interactions obtained from two state-of-art tutor-
ing systems: AutoTutor1 and DeepTutor2.

The rest of the paper is organized as follows. We present related works in
Section 2. Methodology and data sets are described in Section 4. Experiments
and results are discussed in Section 5, followed by conclusions and future works
in Section 6.

2 Related Works

The more general problem of finding coreferents, i.e. words and expressions re-
ferring to the same entity or event, is called coreference resolution. Anaphora is
the special case of finding referents for pronouns. The literature for anaphora
/coreference resolutions for written texts is very rich. For instance, many works
[?,?,?,?,?,?] were reported for over a decade for written texts. Similarly, a consid-
erable work on resolving pronouns in dialogue are found in literature [?,?,?,?,?].

The methodologies for resolving pronouns in dialogue and discourse can
be classified into knowledge-poor and probabilistic classification approaches.
Knowledge-poor approaches rely on hand-crated rules or heuristics. A simple
rule based approach proposed for ITSs and closest to our work is by [?]. The au-
thors learned simple rules from few annotated instances and applied the existing
state-of-art tools based on the learned rules. The limitations of their approach is
that learned rules using a few hundred observations is not sufficient for handling
all the cases. Moreover, peculiar characteristics of the dialogue based ITSs are
underutilized.

Probabilistic classification approaches, on the other hand, work by means of
the statistical models acquired through annotated corpora using machine learn-
ing. One such example is by Soon et al. [?] which uses decision tree learner to

1 http://www.autotutor.org
2 www.deeptutor.org



coreference resolution. Michael and Muller [?] proposed a machine learning ap-
proach to resolve pronouns in spoken dialogue. They also use decision tree to
classify the valid antecedent-pronoun pairs using their feature sets. Stent and
Bangalore [?] used logistic regression for mention-referent classification. Kernel
based methods are also found in the literature to classify the pairs [?].

Anaphora resolution techniques proposed for English written texts need to be
adapted when applied to texts in specific domains, genre (e.g. dialogue) and lan-
guages (than English) as they exhibit different characteristics than written texts.
The technique proposed by [?] is such an example where authors adapted existing
anaphora solutions in English to Basque language. Similarly, Stent and Banga-
lore [?] adapted the solutions to resolve pronouns in spoken dialogue system
by adding spoken dialogue related features to the existing solutions. Anaphora
resolution in Biomedical texts is another example of the adaption [?].

ITSs have some commonalities with spoken dialogue systems in that both
use dialogues in the interactions. It should be noted that we used data from
ITSs that interact with students through types dialogue, i.e. a chatroom-type
of interaction as opposed to spoken dialogue. Furthermore, the dialogues are
in the context of science learning while spoken dialogue systems were studied
mostly for common tasks such as airline ticket reservation. Both types of di-
alogue systems, computer tutors and spoken dialogue systems , have to deal
with disfluencies, hesitations, abandoned utterances, interruptions, incomplete
sentences and back channels(e.g. uh-huh, yeah pronouns) etc. In both systems,
antecedents corresponding to anaphors belong to current or previous utterances.
However, there are differences too. First, in spoken dialogue systems, majority
of pronouns are personal and demonstrative pronouns [?]. However, in tutoiral
dialogues, the pronouns are mostly it, they, he and she [?]. Second, referents can
be VP-antecedents or NP-antecedents in spoken dialogue systems but almost all
antecedents in ITSs are NP-antecedents.

Given the above peculiarities of tutorial dialogues compared to written texts
and spoken dialogues, existing approaches to pronoun resolution should be adapted
in order to maximize accuracy. To this end, we have proposed DARE++ that
resolves anaphors in ITS dialogues using machine learning approaches.

3 Data

We collected and annotated 1000 pronoun instances from student-tutor interac-
tion logs collected in an experiment involving high-school students interacting
with the intelligent tutoring system DeepTutor in the domain of conceptual
Physics [?]. We have made this data set available for public usage 3.

A typical collected instance is presented in Table 2. Each instance has a
unique id (e.g. 3624 in the example) and a file name (e.g. VM LV03 PR06 dh335-
022813.txt) from which the instance is derived. Student’s current response is
designated by A and the corresponding utterance from the tutor, which in this

3 http://language.memphis.edu/nobal/AR



Table 2. A typical instance for anaphora resolution

INSTANCE: 3624
#FILE: VM LV03 PR06 dh335-022813.txt
PROBLEM: A stuntman must drop from a helicopter onto a target on the roof of
a moving train. The plan is for the helicopter to hover over the train, matching the
train’s constant speed before the stuntman drops.
H2:Where should the helicopter be positioned relative to the target? Please begin
by briefly answering the above question. After briefly answering the above question,
please go on to explain your answer in as much detail as you can.
A2:in front of the target due to wind resistance
H1:Let me try again. Which principle can be applied when the motion of an ob-
ject is complex, for instance, it can be thought of as motion in two perpendicular
dimensions?
A1:decomposition
Q: What can you say about <p id=“3624 2” min=“motion”>the motion of the
stuntman</np> after he jumps?
A: <p id=“3624 2” refid=“3624 1”>it</p> will be parabolic

case is DeepTutor, is denoted by Q. Previous student responses are denoted with
A1, A2, and so on, while previous DeepTutor turns are denoted with H1, H2,
and so on. The goal here is to resolute pronouns in A to their referent, which
could be in the same student response A, the previous tutor turn, earlier in
the dialogue history, the common ground built so far by the two conversation
partners, or even the current instructional task.

Once the set of 1000 instances was collected from the DeepTutor dialogues,
we annotated the instances following a set of guidelines developed by linguistics
experts and which also borrowed some ideas from the guidelines used for anno-
tating the data set used in MUC-6 4. For the annotation, we trained five pairs of
annotators and assigned them 100 instances each [FIVE PAIRS EACH WITH
100 INSTANCES ONLY YIELDS 500 instances - MAKE IT MORE CLEAR
HOW YOU REACHED 1000 INSTANCES]. The pairs resolved their differences
before annotating next 100 pairs. The kappa statistics for each pair of annotators
were above 0.70.

Table 3. Distribution of anaphors

Pronouns Count Percentage %

hasRef (e.g. it, he, she) 1003 78.11
first person personal pronouns 170 13.23
pleonastic 32 2.49
communication breakdown (Soft) 32 2.49
communication breakdown (Hard) 27 2.10
others 20 2.49

4 http://www.cs.nyu.edu/cs/faculty/grishman/muc6.html



We analyzed the annotated instances and found many interesting observa-
tions about the pronoun usage in the tutorial dialogues (see Table 3). It is
observed that a student answer can contain more than one pronouns and each
pronoun may or may not have a referent (due to pleonastic pronouns, elipsis
etc.). About 78% of the pronouns have referents, clearly demanding a method
to resolve them. Students also used first person personal pronouns (e.g. I, we,
and my) in their responses. About 13 % of the pronouns are pleonastic. About
2.49 % of pronouns need some form of inference to correctly identify their ref-
erence ( we designated this as a communication breakdown (Soft)) and about
2.1 % of pronouns’ are found to be irrelevant to the context such that it is very
hard to find their referents (communication breakdown (Hard)). [I THINK WE
SHOULD SHOW A BRIEF EXAMPLE OF SOFT BREAKDOWN]

Table 4 shows the most used pronouns sorted by their frequency. The pro-
nouns it, they and its are the three most frequent pronouns and account for
more than 70 % of the pronoun usage. Since it can be a pleonastic, identifying
and resolving this pronoun is particularly challenging.

We further generated the statistics about the locations of the referents cor-
responding to the students’ pronouns and presented the top locations in Table
5. More than 50 % of the pronouns refer entities in Q (the immediate tutor’s
question), about 30 % of the pronouns have their referents in A ( i.e. in the stu-
dent answer as the pronoun to be resolved), and about 11 % of the referents are
found in the problem descriptions (Ps). Very few pronouns refer to the entities in
the previous tutor’s questions in the dialogue stack (Hi). These observations are
very useful to find the scope of referent’s locations while resolving the pronouns.

Table 4. Most common pronouns

Pronoun Count Percentage(%)

it 658 53.47
they 153 11.94
its 120 9.37
i 61 4.76
you 55 4.29
her 36 2.81
she 34 2.65
them 21 1.63
he 19 1.48
their 18 1.40
his 17 1.33

4 Methodology

Statistical methods are among the popular approaches to the coreference systems
in recent days [?]. The standard coreference pipeline for statistical methods



Table 5. Top five locations for antecedents

Location Count Percentage(%)

Q 577 53.22
A 342 31.54
P 125 11.53
H1 28 2.6
H2 5 0.46

include identification of mentions, extraction of features, determining mention-
pair coreference, and clustering mentions. Mentions in coreference resolution are
the phrases that can appear in reference chains. In our case, they are simply the
pairs between entities in the problem text and dialogue turns, on one hand, and
the pronouns in student answer, on the other hand.

We adopted this coreference pipeline with some modifications. First of all, we
don’t generate all mention-pairs as our objective is not to generate the complete
coreference chain rather just solve the pronoun in the students answer to the
corresponding entity. That is, we are interested in finding the referents (if any) of
only those pronouns that appear in students answers but not necessarily finding
chains of pronouns or entities that refer to the same entity. This is sufficient for
our goal of best understanding the current student answer. This simplification
significantly reduces the search space of mention-pairs. Second, we don’t need
to cluster the mentions as we want to get only one referent of a pronoun. Thus,
our statistical model generates limited mention-pairs and classify them to either
P(referent) and N (non-referent).

4.1 Generation of mention-pairs

Our mention-pair construction algorithm works as follows. We use a parser to
parse the problem text and tutor-turns and extract noun and noun phrases.
Next, we parse student’s answer (i.e. A) and get pronouns to be resolved. These
pronouns are then paired with the nouns to get mention-pairs. We exemplify this
process with an instance shown in Table 2. We parse sentences in PROBLEM,
H2, H1, Q, and A and get following mention-pairs: (stuntman,it), (helicopter,it),
(target,it), (room,it), (train,it), (principle,it), (motion,it) etc.

4.2 Feature Selection

In order to use the machine learning techniques we need to devise a set of features
that are useful in identifying the correct mention-pairs. This is a crucial step as
the judgment relies on these features. In this paper, we use two types of features
: basic features (which include lexical, syntactic and semantic features), and
dialogue related features. These features are listed in Table 6.
Basic Features: We used 14 basic features which include lexical, syntactic and
semantic features. These include lengths of A, Q, A1, H1, A2, and H2, pronoun



Table 6. List of features (P= pronoun, C = a referent candidate)

Type Features

Lexical
lengths (of A, Q, A1, H1, A2, and H2)(1-6), P’s token position in A (7)
no. of Ps in A(8), % of tokens before & after C (10-11), is C in A ? (12)
has WH-Word in A(13), has negation word in A? (14), question type (15)

Syntactic
gender agrees ? (16), number agrees ? (17), person of P (18),
dependency relation counts (governer & total) of P (19-20) and C (21-22),
is C a proper noun ?(23), present/absent 135 dependency relations (24-158)

Dialogue location of C in dialogue stack (9)

word (P)’s position in A (i.e. the token index), total number of pronouns in
student’s answer, percentage of tokens before and after a referent candidate (C).
We also have boolean features to check whether the candidate referent C is
in student’s answer A, whether student’s answer contains any WH-words and
simple negative cue words. We used a list of WH-words and negative cue words
for this purpose. Type of question is determined by checking first token in Q in
this list: (what:1, when:2, where:3, which : 4, who: 5, whom:6, whose:7, how: 8,
none of above:-1).

Syntactic Features: We created a dictionary to get the gender of pronouns
and the characters used in the problems description. The dictionary is small as
the same problem is solved by many students. Values of gender agrees feature can
be 1 (matched), 0 (not matched) and 2 (not available). For the number(s/p/na),
we use simple rules using POS tags. For example, if a noun’s POS is NN or NNP,
we considered that noun a singular(s) whereas if the POS is NNS or NNPS we
consider it as a plural(p). Similarly, a noun is deemed a proper noun if its first
character is capitalized. To capture the grammatical functions of antecedent
candidates, we counted the number of dependency relations and the number of
relations with the candidate being a head word (governor). We also computed
these features for pronouns. Moreover, we used binary features for 135 depen-
dency relations each indicating true when the referent candidate is either its
governor or dependent.

Dialogue Features: We used a dialogue feature the location of candidate
referent which takes value from 0 to 9 (A:0, Q:1, A1:2, H2:3, A2:4, H2:5, A3:6,
H3:7, problem description:8, none of above: 9)

4.3 Generation of training examples

We generated positive (P) and negative (N) examples of mention-pairs using the
annotated data set so that our classifiers can learn from those examples. Note
that an example (training or testing) is a vector containing values corresponding
to the feature set. Positive examples are easy to generate as pronouns and corre-
sponding referents are specified in the annotated instances. For instance, for the



Table 7. Performance Comparison

Method Acc. Pre. Rec. Fm. Kappa RME

Baseline xx.00 xx.00 xx.00 xx.00 xx.00 xx.00
Naive Bayes 82.33 66.9 78.11 72.11 0.59 0.35
SVM 87.78 84.06 71.83 77.47 0.69 0.34
Logistic Regression 88.06 81.24 76.85 79.00 0.70 0.29
Decision Trees (J48) 93.54 89.07 88.79 88.93 0.84 0.24
Multilayer Perceptron 88.82 86.96 72.67 79.17 0.71 0.31

annotated instance in Table 2, we generate a positive example using (motion,it)
pair.

To generate negative examples, we follow an approach similar to [?]. Fol-
lowing this approach, we generate negative examples by using (entity, pronoun)
pairs where entity refers to nouns between the pronoun and its annotated refer-
ent. To achieve this, we start going backwards from a pronoun and scan for nouns
until we reach to its referent. We form (noun,pronoun) pairs using the identi-
fied nouns. All the pairs except (referent,pronoun) are used to generate negative
examples. As mentioned above, the (referent,pronoun) pairs generate positive
examples. As an example, we generate a negative example from an annotated
instance in Table 2 using (stuntman,it) pair because stuntman is between the
pronoun “it” and its referent “motion”. If we had other entities like stuntman in
between “it” and “motion”, we would have generated other negative examples
as well.

4.4 Resolution of mention-pairs

To classify a mention-pair into P and N, we used a number of classifiers which
were trained using the positive and negative examples described in Section 4.3.
Typically, a classifier assigns each pair a probability score of being P (and so is
for N). Based on that score, it determines whether the pair is valid or not.

5 Experiment Setup and Results

This section describes the experiments we conducted for the pronoun resolution.
We used previously mentioned techniques to extract the positive and negative
examples from the DARE corpus. In total we obtained 955 positive and 2312
negative examples. Although the DARE corpus has 1000 annotated instances,
the positive examples are below that number because not all pronouns in the
annotation has referent (e.g. first person personal pronouns, pleonastic pronouns
etc.). We considered the examples without any referents as negative examples
as we want our classifier learn to reject such pairs in future.

We used ten-fold cross-validation on the 3267 examples for a number of clas-
sifiers. For comparison purpose, we implemented the DARE system which was
proposed by Niraula et al. [?] and considered it as a baseline. We then compared



the baseline results with that of the DARE++ with respect to precision, recall,
accuracy, F-measure and kappa statistic.

Table 7 shows the results for Baseline, and the best results obtained using
Naive Bayes, Support vector machine (SVM), Logistic Regression based classi-
fier, Decision trees and Multilayer perceptron. All the classifiers have higher ac-
curacy than the baseline method, showing a large performance gain over the rule
based system. Among all classifiers, Logistic regression, Decision Tree (J48) and
Multilayer perceptron are the best performing classifiers in terms of F-measure,
Kappa-statistic and the root mean squared error (RME). These classifiers have
F-measures over 79%. Decision Tree using J48 has the highest accuracy, preci-
sion, F-measure and kappa statistics and the lowest root mean squared error.

High accuracy doesn’t always show the true performance of a classifier as it
only tells about true positives and true negatives. For tutorial dialogues, false
positives are very important because declaring a noun as a referent of a pronoun,
when it was actually not, leads to a different interpretation of the student’s re-
sponse. On the other hand, false negatives are less sensitive than false positives
as they do not add wrong information during the interpretation process (e.g.
telling a pronoun doesn’t have a referent when it had one is not as severe as
giving a pronoun a referent when it didn’t have one). Thus, we paid attention
to the false positive counts of the classifiers. We found that the best perform-
ing classifiers also have lower false positive counts, satisfying the conditions for
tutorial dialogues.

WHAT HAPPENS WHEN TWO MENTIONS ARE CLASSIFIED AS P
FOR THE SAME PRONOUN? HOW FREQUENT ARE SUCH CASES? HOW
DO WE SOLVE THEM?

5.1 Feature Ranking

We experimented with adding unigrams, bigrams, and trigrams features for the
tokens in A, Q and Hi and their part-of-speeches as done by Stent et al. [?]
for spoken dialogues. However, the performance didn’t improve at all. Thus, the
set of features presented in Table 6 is the best and worked well for our tutorial
dialogues.

Furthermore, it would be interesting to see which of the features are the
most informative in tutorial dialogues. To this end, we used the information
gain and the gain ratio based evaluations for the attributes. It is found that the
crucial attributes that helped the classifiers most are : the location of referent,
prep about (dependency relation), % of tokens after candidate, number agrees
? , gender agrees ? , det (dependency relation), governor relation counts for
candidate, is candidate a proper noun, person of pronoun, prep of (dependency
relation).

It is not surprising to see that the gender, number, and person features are
crucial while determining the referents of pronouns in general. What is interest-
ing in tutorial dialogues, which is different from the written texts, is the location
of referent. As suggested by the Table 5, more than 80 % of the antecedents
are located in Q and A alone. governor relation counts for candidate is another



interesting feature for tutorial dialogues as this is related to the focus of the
problem which is likely to be referred by the students in their answers. The de-
pendency relations such as det, prep about and prep of are found to be other
useful features for tutorial dialogues. The tutors typically ask questions to stu-
dents like: What can you say about XX of the YY ? Student may reply as: It
equals ZZ. Look at these examples, the pronoun it in student’s answer refers to
XX in tutor’s question which has prep about relation. This could be the reason
why such relations appeared in the top position in the attribute rank.

5.2 Error Analysis

Although we are almost satisfied with the performance of DARE++, it can be
improved further. Ellipsis, soft and hard communication-breakdowns (see Table
3) are the major factors limiting its performance. Next important factor is having
pronouns without antecedents (e.g. pleonastic pronoun). In addition, we don’t
consider cataphora currently. They are less frequent in tutorial dialogues but
should be handled to make the system more robust.

6 Discussions and Conclusions

In this paper, we presented our studies about pronoun resolution in tutorial
dialogues obtained from dialogue-based ITSs. Although pronoun resolution for
written texts and spoken dialogues is well studied, it is not explored much for
tutorial dialogues. The proposed solutions for written texts and spoken dialogues
are not optimal for tutorial dialogues as they are specific systems with different
assumptions. To this end, we proposed DARE++ which uses machine learning
approaches to resolve the pronouns. To our best knowledge, it is one of the first
attempts that uses machine learning approach to resolve pronouns in tutorial
dialogues.

We started by identifying the types and locations of pronouns’ referents in
students’ answers. It is found that it and its are the major pronouns used by
the students in their answers and account for more than 60% of the usage.
Furthermore, more than 80 % of the pronouns have referents in Q (tutors ques-
tion) and A (student’s answer). We adapted and extended solutions proposed
for written texts and spoken dialogues using these heuristics. We proposed key
features needed to resolve pronouns in tutorial dialogues and also listed the most
important features among the group.

Our experiments show that DARE++ can achieve a F-measure of 88%, show-
ing its robustness in resolving pronouns. This clearly suggests that pronoun res-
olution in tutorial dialogues is relative easier compared to free texts and spoken
dialogue systems.


