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INTRODUCTION 

A key part of the Generalized Intelligent Framework for Tutoring (GIFT; Sottilare, Brawner, Goldberg, & 

Holden, 2012) is the instructional management component whose role is to “integrate pedagogical best 

practices.” To this end, we present in this paper our exploration of best practices by professional tutors in 

a commercial tutoring service context. In particular, we analyze human-to-human tutoring sessions 

provided to us by Tutor.com, a leading provider of human tutoring services. The main form of interaction 

in these tutorial sessions is chat-based conversation and therefore our focus is on analyzing dialogue-

based tutoring sessions. Our plan for exploring professional tutors’ best practices is to explore, analyze, 

and characterize patterns of actions (dialogue moves) in tutorial sessions conducted by these tutors. 

We adopt a data-driven approach to discovering best practices in the form of patterns of tutor and tutees’s 

actions. Indeed, the approach we follow starts with segmenting the dialogue-based interactions between 

tutors and tutees into sequences of dialogue acts based on the language-as-action theory (Austin, 1962) 

and then automatically infer patterns over these sequences of dialogue acts in the form of hidden states 

using an unsupervised, data-driven approach. We view the discovered patterns as the result of deliberate 

conversational and pedagogical strategies by the tutor and tutee and therefore offer an interpretation of the 

hidden states accordingly, by relating the hidden states to conversational and pedagogical goals following 

a methodology inspired from Cade, Copeland, Person, and D’Mello (2008), Boyer Phillips, Ingram, Ha, 

Wallis, Vouk, and Lester (2011), and Jeong, Gupta, Roscoe, Wagster, Biswas, and Schwartz, (2008). 

Patterns of actions in tutorial dialogues can be associated with general conversational segments (e.g., 

openings/closings) and task-related and pedagogical goals (e.g., scaffolding). Such patterns are called in 

the literature dialogue modes (Cade et al., 2008) and, when can be linked to pedagogical goals, are 

regarded as tutorial strategies (Morrison & Rus, 2014). 

An interesting aspect of research in this area of discovering meaningful patterns in tutoring, i.e. the 

underlying instructional and learning strategies, is what the focus of analysis should be: what tutors do 

(which is about discovering instructional or, in our case, tutorial strategies), what students do (which is 

about discovering learning strategies), or characterizing the nature of the tutor-learner interaction which is 

about discovering the structure, patterns, and dynamics of the interaction. Previous research studies 

addressed each of the above foci: tutor actions (Jackson, Person, & Graesser, 2004), tutee actions (Jeong 

et al., 2008), and both tutor-tutees actions (Litman & Forbes-Riley, 2006; Ohlsson, DiEugenio, Chow, 

Fossati, Lu, & Kershaw, 2007; Boyer et al., 2011). We focus here primarily on studying the nature of the 

tutor-learner interaction as the better alternative for the time being as explained later. Interestingly, we 

discover patterns and corresponding latent processes across tutors, students, and topics. Access to a large 

pool of tutorial sessions (245,064 sessions) from many tutors and students across two domains (Algebra 

and Physics) made this study possible. 

It should be noted that focusing on discovering professional tutors’ or learners’ strategies from previously 

collected data could be challenging for several reasons. First, tutors’ strategies may or may not trigger 



effective learner strategies which makes it hard to focus on either tutors’ strategies or learners’ strategies 

without a careful controlled experiment or careful selection of instances from the available data. Further-

more, we do not focus particularly on what tutors do because the jury is still out there with respect to 

whether this is the best way to move forward given the available data. In general, expert tutoring is 

believed to lead to more effective learning. An intriguing result reported recently indicates that the 

expertise level of tutors, as measured by their experience or how much they are paid, does not impact 

average learning gains nor did the tutor experience explain a significant portion of the variance in learning 

gains (Ohlsson et al., 2007). Indeed, this might suggest that focusing solely on what tutors do might not 

be the best way moving forward. It should be noted that Ohlsson and colleagues used a very small 

number of tutors in their study.  

Based on our data analyses we learned that there is no significant correlation (0.03; p=0.260, N=1,038) 

between tutoring experience, as measured by months of tutoring, and successful sessions although in our 

case we only had indirect measures of session success in the form of post-hoc human expert judgments of 

student learning as opposed to more standard measure of learning, i.e. using a pre- and post-test. It should 

be noted that we did find a significant albeit modest correlation (0.07; p=0.033, N=891) between human 

expert (tutor mentors) judgments of tutor expertise and human tutor expert judgments of student learning 

of tutorial sessions. Indeed, tutoring expertise and its relation to learning is yet to be elucidated. It is 

beyond the scope of this paper to address the topic of tutoring expertise. Given that our data was collected 

from professional tutors, i.e. tutors that tutor to make a living, the results will be interpreted with this 

qualification in mind. That is, we discover patterns in professional tutor sessions. 

As already indicated, our approach is data-driven, making no assumptions about the number or nature of 

the underlying tutorial interaction patterns, which we infer in the form of hidden or latent states with the 

help of the Hidden Markov Model (HMM) framework. The alternative is to have a set of predefined 

modes proposed by experts and then simply develop automated methods to label tutorial dialogues with 

the predefined set of modes, which is the framework adopted by Rus, Niraula, Maharjan, and Banjade 

(2015). Rus and colleagues developed a method to label tutorial dialogues with a set of expert-defined 

dialogue modes using a supervised method. That is, they learned from human-annotated data the signa-

tures of various dialogue modes using a sequence labeling framework, i.e. Conditional Random Fields 

(CRFs; Lafferty, McCallum, Pereira, 2001). In contrast, we use here a totally unsupervised method. We 

ask two fundamental questions: how many dialogue modes are intrinsically in the data and what is the 

nature of these data-suggested dialogues modes. Our work complements theoretically-driven efforts to 

define dialogue modes. We do relate our discovered modes to expert-predefined modes in order to 

identify similarities, which could be a validation of the expert-defined modes, and dissimilarities, which 

would enable the discovery of modes that were not previously identified by experts. 

The rest of the paper is organized as in the followings. Next, we overview briefly relevant previous work. 

We then detail our approach followed by a section dedicated to the results of our experiments. We wrap-

up with a set of conclusions and recommendations for GIFT.  

PREVIOUS WORK 

Discovering the structure of tutorial dialogues has been a main goal of the intelligent tutoring research 

community for quite some time. For instance, Graesser, Person, and Magliano (1995) explored collabora-

tive dialogue patterns in tutorial interactions and proposed a five-step general structure of collaborative 

problem solving during tutoring. 

Over the last decade, the problem of automated discovering the structure of tutorial dialgoues has been 

better formalized and also investigated more systematically using more rigorous analysis methods (Cade, 



Copeland, Person, & D'Mello, 2008; Jeong, Gupta, Roscoe, Wagster, Biswas, & Schwartz, 2008; Chi, 

VanLehn, & Litman, 2010; Boyer, Phillips, Ingram, Ha, Wallis, Vouk, & Lester, 2011). For example, 

tutoring sessions are segmented into individual tutor and tutee actions and statistical analysis and artificial 

intelligence methods are used to infer patterns over the tutor-tutees action sequences. The patterns are 

interpreted as tutorial strategies or tactics which can offer both insights into what tutors and students do 

and guidance on how to develop more effective intelligent tutors that implement these strategies automat-

ically, which is very relevant to GIFT. An interesting line of research in this area is about the discovery of 

dialogue modes, which is reviewed next. 

Dialogue Mode Identification 

Dialogue modes are sequences of dialogue acts that correspond to general conversational segments of a 

dialogue, e.g. an Opening mode corresponds to the first phase of the dialogue when the conversational 

partners greet each other, or to segments associated with pedagogical goals, e.g. a Scaffolding mode 

would correspond to the tutorial dialogue segment when the learner works on something and the tutor 

scaffolds the learner activity. Discovering such dialogue modes could be extremely useful for understand-

ing what exactly professional tutors do during a tutoring session and transfer that understanding to the 

development of Intelligent Tutoring Systems (ITSs). 

Previous research on dialogue modes relied on both analytical and automated approaches. Cade and 

colleagues (2008) defined, based on a manual analysis, a set of eight mutually exclusive tutorial modes: 

introduction, lecture, highlighting, modelling, scaffolding, fading, off-topic, and conclusion. An interest-

ing aspect of their analysis is the granularity at which they define pedagogically important modes such as 

scaffolding, modelling, and fading. In their approach, the modes correspond to either the tutor or the 

students or both focusing on solving a full problem. In our approach, we used a different definition of 

modes proposed by Morrison, Nye, Samei, Datla, Kelly, and Rus (2014). In this approach, tutor and 

student could switch between proposed modes while working on a particular problem. That is, a particular 

mode is not associated with one problem solving task but rather with parts of such a problem solving task. 

Boyer and colleagues (2011) used sequences of task actions and dialogue acts to automatically discover 

signature action sequences based on HMM model fitting. Furthermore, they related the automatically 

discovered modes to student learning. They discovered anywhere between 8 to 10 hidden states, or 

modes, depending on the tutor. Their set of modes include: Correct Student Work, Tutor Explanations 

with Feedback, Tutor Explanations with Assessing Questions, Student Work with Tutor Positive Feed-

back, and Student Acting on Tutor Help. Importantly, their discover process is applied to sessions of 

individual tutors and not across tutors, as is the case in our work. 

Jeong and colleagues (2008) used HMMs to discover learning strategies in a learning-by-teaching 

environment. More specifically, they used HMMs to discover patterns in students’ actions in response to 

meta-cognitive prompting in such learning-by-teaching environments. Jeong and colleagues used six main 

activities as observables to infer the hidden states, i.e. the learning strategies. It should be noted that 

because the six activities are actions taken by the learners, the discovered hidden states are indeed 

learning strategies as opposed to instructional or tutoring strategies, which would be characterized by 

actions taken by the instructor or tutor. They used the dominant activity or pair of activities in each 

hidden state to label the discovered states; they dropped any activity that occurred less than 10%. Interest-

ingly, they interpreted both the hidden states and the transitions among these hidden states as learning 

strategies. That is, once they discovered the major hidden states and the dominant activities in these 

states, they looked at well-traveled paths of hidden states (i.e. sequences of hidden states with high 

transition probabilities) and interpret them as learning strategies that make sense from a meta-cognitive 

point of view. The learner strategies are then viewed as aggregate states and used to build an aggregate-



state transition resulting in a second degree state-transition automaton in which the states are associated 

with the previously discovered learner strategies. Their set of hidden states and aggregate-states is small 

too (<10). 

THE APPROACH 

Our approach to automatically discover dialogue modes from human-to-human tutorial dialogues is to 

map each dialogue into sequences of dialogue acts based on the language-as-action theory (Austin, 1962; 

Searle, 1969) and then infer patterns over these sequences of dialogue acts using the unsupervised Hidden 

Markov Models framework (Rabiner, 1989). The inferred patterns in the form of latent states are then 

interpreted. The details of this approach are presented next. 

From Utterances to Dialogue Act Sequences 

We regard tutors’ and students’ utterances in a tutorial dialogue as encoding actions based on the lan-

guage-as-action theory according to which when people say something they do something (Austin, 1962; 

Searle, 1969). A speech or dialogue act is a construct in linguistics and the philosophy of language that 

refers to the way natural language performs actions in human-to-human language interactions, such as 

dialogues. Its contemporary use goes back to John L. Austin’s theory of locutionary, illocutionary and 

perlocutionary acts (Austin, 1962). 

The notion of speech act is closely linked to the illocutionary level of language, which consists of the 

actual utterance and its exterior meaning. The idea of an illocutionary act, e.g. asking questions (“Is it 

snowing?”) or giving a warning (“The floor is wet!”), can be best captured by emphasizing that “by saying 

something, we do something” (Austin, 1962). The illocutionary force is not always obvious and could 

consist of different components. As an example, the phrase “It’s cold in this room!” might be interpreted 

as having the intention of simply describing the room, or criticizing someone for not keeping the room 

warm, or requesting someone to close the window, or a combination of the above. A speech act could be 

described as the sum of the illocutionary forces carried by an utterance. It is worth mentioning that within 

one utterance, speech acts can be hierarchical, hence the existence of a division between direct and 

indirect speech acts, the latter being those by which one says more than what is literally said, in other 

words, the deeper level of intentional meaning. In the phrase, “Would you mind passing me the salt?”, the 

direct speech act is the request best described by “Are you willing to do that for me?” while the indirect 

speech act is the request “I need you to give me the salt.” In a similar way, in the phrase “Bill and Wendy 

lost a lot of weight with a diet and daily exercise.” the direct speech act is the actual statement of what 

happened “They did this by doing that.”, while the indirect speech act could be the encouraging “If you do 

the same, you could lose a lot of weight too.” 

The present work assumes there is one direct speech act per utterance. This simplifying assumption was 

appropriate for automating the speech act (or dialogue act) discovery process. We did differentiate 

between top-level dialogue acts and second-level subacts but this was just a hierarchical organization that 

allowed us to analyze and process the dialogues at different levels of abstractness. A combination of an 

act and subact uniquely identified, in our work, the direct speech act associated with an utterance. In fact, 

in this study we used just the set of dialogue acts (no subacts) due to various reasons explained later. 

In our case, to map utterances in a tutorial dialogue into corresponding dialogue acts or actions we use a 

predefined dialogue or speech act taxonomy. The taxonomy was defined by educational experts and 

resulted in a two-level hierarchy of 15 top-level dialogue acts and a number of dialogue subacts. The 

exact number of subacts differs from dialogue act to dialogue act. The overall, two-level taxonomy 

consists of 126 unique dialogue-act+subact combinations (Morrison, Nye, Samei, Datla, Kelly, & Rus, 



2014). It should be noted that automatically discovered dialogue act taxonomies are currently being built 

(Rus, Graesser, Moldovan, & Niraula, 2012) but it is beyond the scope of this paper to automatically 

discover the dialogue acts in our tutoring sessions. An example of mapping dialogues into dialogue acts 

sequences is shown in Table 1 where the column titled Dialogue Act contains the dialogue act labels 

corresponding to each of the utterances in the column Utterance. It should be noted that a dialogue turn, 

i.e. the contiguous span of the dialogue during which a speaker has the floor, may contain multiple 

utterances from the same speaker as can be seen in Table 1. 

Table 1. A snapshot of a tutorial sessions and the corresponding expert-labeled dialogue acts for each 

utterance. 
 

 

 

 

 

 

 

 

 

 

 

 

 

Dialogue Mode Discovery Using Hidden Markov Models 

Once a tutorial dialogue was mapped into a sequence of dialogue acts, our goal was to automatically infer 

patterns over sequences of dialogue acts in the form of hidden states using an unsupervised, data-driven 

approach based on the Hidden Markov Models framework (HMMs; Rabiner, 1989). We applied HMMs, 

as in Boyer and colleagues (2011) and Jeong and colleagues (2008), to mine chunks of tutorial dialogue 

actions that can be associated with general conversational segments (e.g., openings/closings) and task-

related and pedagogical goals (e.g., scaffolding). 

Markov models are a statistical theory used to model stochastic sequential processes. In particular, 

Markov models are used to investigate and model processes that satisfy the Markov assumption according 

to which the current state of the process is dependent only on a limited number of previous states, i.e. the 

current state is only dependent on the recent history of events. Typically, the current state is assumed to 

depend only on the previous state in which case we have a first order Markov model. 

When the states of the stochastic process are not directly observable, i.e. they are hidden, we are dealing 

with Hidden Markov Models (HMMs; Rabiner, 1989). In such cases, we only learn about the hidden 

states indirectly through a set of observations whose relationship to the hidden states is modeled through 

another set of stochastic processes described by the so-called emission probability distributions. In a way, 

Speaker Utterance Dialogue Act 

T(utor) Note that the small angle approximation gives 
us y = lambda L / 2 w 

Directive 

S(tudent) i think i did that Assertion 

T Eliminating the need for sin Directive 

T Okay Expressive 

T Oh, and forget the 2 in the denominator. Directive 

T y = lambda L / w Assertion 

T Where y is the width of the beam Assertion 

S ok well i got an angle of.001 Assertion 

S and multiplied by 2 Assertion 

S then i did tan of that angle times L Assertion 

S Is that the same thing Request 

S i multiplied that final answer i got for y by 2 Assertion 

T That's what you need to do Assertion 



a HMM can be regarded as two layers of stochastic processes: a stochastic process among the hidden 

states (hidden layer) and a set of stochastic processes for each of the hidden states and the observations 

(partially observable layer). Because the hidden states are not directly observable and are therefore 

discovered, the HMMs are suitable for understanding data in terms of latent processes, i.e. processes that 

might have generated the observed data. In our case, we assume that there is an underlying process that 

governs the tutor-tutee interaction and the states of this process corresponds to dialogue modes. 

Furthermore, HMMs have computational advantages such as the availability of unsupervised algorithms 

that can learn the parameters of the model and to some degree the structure of the model from raw 

observations. Before we detail the learning and model selection process, we describe formally the HMMs. 

An HMM is a quintuple (S, O, A, B, Π) consisting of: 

 a set of states S ({𝑠1, 𝑠2,𝑠3,…,𝑠𝑁}), which are not observed directly; 

 a set of observations O ({𝑜1, 𝑜2,𝑜3,…,𝑜𝑀}) or alphabet; 

 a set of transition probabilities 𝑎𝑖𝑗 specifying the probability of making a transition from state 

𝑠𝑖 to state 𝑠𝑗: A={𝑎𝑖𝑗}; 

 a set of emission probabilities 𝑏𝑗(𝑘) specifying the probability of state 𝑠𝑗 emitting observa-

tion 𝑜𝑘: B={𝑏𝑗(𝑘)}; 

 a set of initial state probabilities Π = {𝜋𝑖} specifying the likelihood of a particular state 𝑠𝑖 

being the initial state of the stochastic process. 

As mentioned before, there exists a learning procedure that can infer the parameters of a HMM 

given a set of observations (dialogue act sequences in our case). The basic idea is to fit a model 

that best explains the data as measured by the likelihood of the data (actually, for computational 

reasons log-likelihood is used). The parameter learning algorithm is based on the Expectation-

Maximization (E-M) paradigm. It starts with a random initial assignment of parameters and 

following a hill-climbing process the parameters are adjusted until convergence occurs, i.e. no 

more improvements in the likelihood is detected, or a threshold of iterations has been reached. 

The algorithm is unsupervised, which is a major advantage. The trade-off is that it might con-

verge to a local minimum; also, it requires that the number of states, i.e. the structure, is provided 

as input. To address the former limitation, one can re-run the process many times with different 

parameter initializations and then choose the model with the highest likelihood among the 

different runs.  

The second issue of selecting the number of states requires a more elaborated discussion due to 

the complexity of the task. Indeed, an important aspect of HMM-based discovery processes is 

solving the model size problem, i.e. the number of latent or hidden states which characterizes, to 

some extent, the structure of the inferred HMM. HMMs of different sizes model data at different 

levels of abstraction (Li and Biswas, 2002). HMMs with a larger number of hidden states typi-

cally provide a more detailed description for data than models with fewer hidden states. On the 

other hand, as the size of the HMM grows the complexity of the model increases which often 

leads to an overfitting problem, i.e. the model captures the training data very well (with high 

accuracy) but does poorly on new, unseen data (low generalization). In addition, a model that is 

too complex makes the model interpretation task more difficult. As in many other machine 



learning algorithm, the challenge is to find the right balance between accuracy and generalization 

which is typically achieved by regularization, as explained next. 

Using the traditional log-likelihood criterion is problematic as log-likelihood increases with the 

model complexity, i.e. it favors HMMs with larger number of states. This criterion was used by 

Boyer and colleagues (2011), for instance, to fit the best HMM to their tutorial data to discover 

dialogue modes. 

To counter this tendency of log-likelihood to select more complex models, which overfit the data 

and generalize poorly, we employed a regularized criterion in which a penalty parameter that 

increases with the complexity of the underlying model is added to the log-likelihood term. The 

Bayesian Information Criterion (BIC) shown below is the regularized criterion we used. BIC 

represents an approximation of the posterior likelihood 𝑃 (𝐻|𝐸) (Schwarz, 1978; Heckerman, 

1996; Li and Biswas, 2002). 

𝐵𝐼𝐶 ≈ log 𝑃(𝐸|�̂�, 𝐻) −
𝑑

2
log 𝑁 

The BIC criterion contains two terms: the first term, 𝑃(𝐸|�̂�, 𝐻), is the likelihood of the data 

under the max likelihood parameter configuration obtained with the E-M algorithm, while the 

second term is a penalty term that increases with complexity of the model d. The model com-

plexity of HMMs is O(𝑛2) where n is the number of states. N in the equation above is the 

number of training examples. 

The best model selected using the Bayesian model selection criterion is the one that is compact 

in size and adequately describes the data. In other words, we follow Occam’s razor principle 

according to which we should select the simplest model that best describes the data. It can be 

shown that BIC is equivalent to the Minimum Description Length principle (Mitchell, 1997). 

Once the best HMM was selected, the resulting hidden states are interpreted based on the distri-

bution of dialogue acts associated with these states as in Joeng and colleagues (2008) and Boyer 

and colleagues (2011). We will present the interpretation of these latent states in the Results 

section, which is next. 

RESULTS 

We conducted experiments with dialogue mode discovery based on HMMs on two data sets: (1) 

a very large sample of 245,064 sessions, which were automatically tagged with dialogue acts 

using an automated dialogue act classifier, and (2) a manually annotated data set of 1,438 

sessions. The manually annotated data set consisted of 1,438 sessions which included 95,526 

utterances generated by both tutors and students. This data set is a representative sample of the 

big dataset of 245,064 sessions. We eliminated from our analysis sessions which lasted less than 

5 minutes as many of them are not true tutoring sessions, e.g. the session ends suddenly due 

some networking issue. Also, due to limitations of the HMM software we used (JavaHMM) 

sessions longer than 210 dialogue acts are not properly processed, i.e. an underflow exception is 

triggered because of multiplying many very small numbers (probabilities values) for very long 

dialogues. The last row in Table 2 shows the actual number of sessions we used for dialogue 

mode discovery. 

 



Table 2. Overview of the two datasets (#sessions): human tagged data and full data. 
 Human Tagged 250k sessions 

Original 1,438 245,064 

>5min 1,306 222,369 

HMM run 1,295 217,998 

Dialogue Mode Discovery Using Hidden Markov Models 

We focus on a purely discovery process in which the goal is to learn what is the optimal number 

of modes supported by the data. We are also interested in the nature of these data-supported 

modes, which we analyze in the next section when interpreting the discovered modes. We 

characterize the nature of the discovered modes in terms of dialogue act distributions by the tutor 

and by the tutee. 

The discovery process relies on Hidden Markov Models (HMMs), described earlier, in which we 

repeatedly vary the number of hidden states assumed to be in the data. For each such number of 

states we evaluate the quality of the model inferred using the Bayesian Information Criterion 

(BIC) and, for comparison purposes, the log-likelihood. For a particular number of states, each 

model was trained using 50 different initializations to avoid local minima. For each number of 

states and each initialization of the model parameters, these models were trained for 50 iterations 

or until convergence, whichever came first, resulting in about 2500 training iterations for each 

number of states for a total of 29 x 2500 = 72,500 training iterations for one setup, e.g. using just 

acts or acts+subacts with speaker information, i.e. a tutor dialogue act versus a student dialogue 

act. 

Results on Automatically Tagged Data 

The chart in Figure 1 shows BIC values for various HMMs when varying the number of hidden 

states from 2 to 30 and using dialogue acts differentiated by speakers to infer the hidden states 

from the large dataset. We also added the log-likelihood in the chart– it is not visible because it 

overlaps the BIC curve entirely. Furthermore, we note that the values keep going up for both log-

likelihood and the BIC. While this is not surprising for log-likelihood, it is a bit surprising for 

BIC which should penalize complex/larger models more, i.e. as the number of hidden states 

increases. This unusual behavior for BIC is due to the fact that the data is so large relative to the 

model sizes that we explored (n=2-30 states) that the likelihood term in BIC dominates the 

penalty term. There are several ways to address this issue: (1) give more weight to the penalty 

term for small and medium size models, or (2) increase the size of the models significantly, e.g. 

to thousands of hidden states, which would automatically increase the magnitude of the penalty 

term to values comparable to the max likelihood term for such very large data. Either solution 

has interesting implications. The former would lead to an operational BIC at reasonable size 

models which, as illustrated in the next section, facilitates interpretation of the discovered states. 

On the other hand, giving more weight to the penalty term seems like an artificial step. 



The latter solution of boosting the model size significantly would lead to models which are 

harder to interpret. However, it could be an interesting experiment as it might be the case that 

given the complexity of the task having thousands of discovered modes would better match a 

complex reality involving thousands of tutors and students and different topics. An alternative 

conclusion is that the data is so complex, any future analysis should focus on various, interesting 

subsets, e.g. just Physics sessions or studens with a particular background. We will explore these 

alternative solutions in the future. Next, we focus on discovering the latent dialogue states 

obtained from the smaller, human tagged data, which, as we will see, leads to a clear optimum 

number of states. 

It should be noted that we also experimented with discovering hidden states based on dialogue 

acts and subacts as well as differentiating such acts and subacts between speakers (tutor vs. 

student). However, our trials with several software packages for inferring HMMs failed to 

produce any useful output due to a too rich observation space, e.g. underflow exceptions oc-

curred frequently. 

Results on Human Tagged Data  

Figure 2 shows the BIC and log likelihood (“without using BIC”) for various HMMs when 

varying the number of hidden states from 2 to 30 on the annotated data set. The chart was 

obtained using dialogue acts, differentiated by tutor and student, as observations. When compu-

ting BIC, we ignored extremely small parameters in the model (<.001) as in Li and Biswas, 

(2002). The BIC line peaks at n=19 states which indicates that this is the optimum number of 

states supported by the data; this is the model that generalizes well without overfitting the data. 

As we notice from the chart, the log-likelihood keeps increasing with the model complexity as 
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Figure 1. Trends for BIC and Log-likelihood model selection criteria as a function of 

model size (n=2-30) on the big dataset. 



measured by the number of states on the x axis. Next, we focus on interpreting the 19 states of 

this best-fit HMM. 

Interpretation of Results 

The interpretation of the hidden states was inspired by previous work on the topic by Jeong and 

colleagues (2008) and Boyer and colleagues (2011). We used the following three methods to 

guide the interpretation process: (1) analyze the dialogue act mixtures for each of the hidden 

states as reflected in the emission probabilities of the HMM; (2) analyze dialogue act mixtures 

differentiated by speaker (tutor vs. student); (3) label sessions with the hidden states and manual-

ly inspect fragments of sessions for each of the hidden states.  

We only retain for each hidden state the dominant moves/acts by the tutor and student (>5%) in 

order to interpret and label the discovered modes. Table 3 shows the interpretation for a 19-state 

HMMs based on the three dominant dialogue acts and their distribution as derived from the full 

dataset. That is, we ran the 19-state HMM on the full data set to assign states to each utterance 

and then derived for each hidden state the distribution of dialogue acts. For instance, state S1 in 

Table 3 is dominated by tutor’s explanations, expressives, and assertions. By comparison, we 

show in Table 4 the set of expert-defined modes and the corresponding dominant acts extracted 

from our human annotated dataset. Details of the 16-expert defined modes can be found in 

Morrison, Nye, Samei, Datla, Kelly, and Rus (2014). We briefly describe them below. 

● Opening: The opening mode of the session (e.g. greetings, asking for help).  

● Problem Identification: a mode in which the tutor seeks to “identify and achieve a clear 

understanding of the student’s needs/expectations.” 

● Assessment: a mode in which the tutor “assesses the student’s level of understanding” in 

order to determine a “suitable starting point.” 

Figure 2. Trends for BIC and Log-likelihood criteria as a function of model size (n=2-30) 

on the human annotated dataset. 
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● Method Identification: A mode during which the tutor attempts to determine if there is a 

particular method the student needs to use to solve the problem. 

● Method RoadMap: A mode during which the tutor lays out the “game plan” for solving 

the problem. 

● Telling: a mode in which the tutor asserts and explains, with relatively few student con-

tributions mostly in the form of confirmations of understanding. 

● Modelling: a mode in which the tutor is showing the student how to solve a problem, 

such as by completing one or more of the steps herself. 

● Scaffolding: a mode in which the student is doing most of the work and the tutor making 

frequent contributions of assistance. 

● Fading: a mode in which the student is working on the problem successfully, with only 

occasional contributions from the tutor, such as in the form of positive confirmation or 

praise.  

● Sensemaking: A mode in which the tutor is helping the student gain conceptual under-

standing as opposed to procedural accuracy, e.g., explaining why a particular problem-

solving step is appropriate in a particular circumstance. 

● Metacognitive Support: a mode in which the tutor makes assertions to help the student 

think about the problem solving process at a “meta” level, e.g., the importance of persever-

ance, checking for careless errors, etc. 

● Rapport Building: a mode in which the tutor or tutee or both intend primarily to build 

rapport, e.g., expressions of praise, apologies, affect queries (How are you this evening?). 

● Process Negotiation: a mode in which the two conversational partners negotiate aspects 

of the tutorial process itself such as whether there is time to work on another problem, etc. 

● Session Summary: A mode in which the tutor reviews the session, with an emphasis on 

what the student might have or ought to have learned. 

● WrapUp/Closing: A mode in which the tutor moves to close out the session, often ending 

in an exchanges of farewells, and the tutor’s reminder to complete a satisfaction survey. 

● Off Topic: A mode in which the students engages the tutor in an off-topic conversation. 

It can be seen from Table 4 that the expert-defined Modelling mode is dominated by tutor 

assertions, student expressives, and tutor requests.  

In order to better understand the relationship between the hidden states and the expert modes we 

have applied an automatic, optimal method to map each of the hidden states onto the 16-expert 

defined modes based on the dialogue act profiles, i.e. distribution of dialogue acts, of the hidden 

states and expert modes, as explained next. 

An interesting outcome of this mapping step would be an understanding of what discovered 

hidden states map to which of the expert modes and also to identify which of the discovered state 

are not mapped and therefore may constitute novel modes, not identified previously in the 

literature. 

 



Table 3. Interpretation of discovered modes based on the distribution of dialogue acts in the big dataset 

(S - Student, T - Tutor). 

State Interpretation Dominant D-Acts 

S1 Modelling/Explaining T-Explanation(22.0822),T-Expressive(15.2577),T-Assertion(14.7110) 

S2 Confidence-boosting 
Socratic fading 

T-Expressive(48.1444),T-Question(35.4434), S-Expressive(10.3880) 

S3 T feedback T-Correction(27.6717),T-Assertion(26.0130),T-Request(17.7360) 

S4 Affect-aware scaffolding 
or fading 

T-Expressive(80.6667),T-Request(6.9660),T-Assertion(5.7497) 

S5 Affective feedback T-Expressive(62.3456),T-Confirmation(13.8997),T-Assertion(13.2127) 

S6 S Request S-Request(75.0016),S-Explanation(4.9769),S-Correction(4.5600) 

S7 Almost total fading S-Assertion(65.9099),S-Prompt(14.1390),S-Request(12.8968) 

S8 T-asserting with affec-
tive S acknowledging 

T-Assertion(47.6973),S-Expressive(28.2179),S-Assertion(18.4654) 

S9 T-asserting and T-
suggesting 

T-Assertion(81.3236),T-Suggestion(7.1746),T-Expressive(6.1828) 

S10 T answering questions T-Expressive(56.5312),T-Answer(20.9574),T-Assertion(7.0612) 

S11 Light-scaffolding T-Prompt(78.8110),T-Expressive(6.2705),S-Assertion(3.3696) 

S12 Self-Monitored Fading S-Assertion(50.6311),T-Assertion(10.3381),T-Expressive(8.3451) 

S13 S Eureka-gratitude S-Expressive(76.6243),S-Assertion(6.2723),S-Request(5.3441) 

S14 Opening S-Question(94.6606),S-Expressive(2.5022),S-Request(1.3288) 

S15 T-request T-Request(88.2270),T-Prompt(8.6873),T-Assertion(1.8864) 

S16 Heavy-scaffolding T-Prompt(44.5824),T-Assertion(37.1729),S-Assertion(8.0842) 

S17 S answering S-Expressive(48.4172),S-Assertion(15.2621),S-Answer(10.9857) 

S18 T clarifying and ac-
knowledging 

T-Assertion(34.6596),T-Request(24.0651),T-Confirmation(16.2986) 

S19 S feedback S-Expressive(36.1512),S-Confirmation(21.2304),S-Assertion(19.6898) 

 

In order to map from hidden states to expert modes, we compute a hidden-state-to-expert-mode 

correspondence matrix based on the Information-Radius (IR; Niraula et al. 2013) distribution 

similarity measure. That is, we view each hidden state as a distribution over dialogue acts (i.e., 

the emission probabilities of the HMM) and also each expert-mode as a distribution over dia-

logue acts (we derived the distribution of dialogue acts from the human annotated data). We then 

compute the similarity between such distributions for all pairs of hidden states and expert modes 

which can be stored in a matrix. Once this state-to-mode similarity matrix is available, we apply 

the optimal matching algorithm (Kuhn, 1955; Munkres, 1957) to find the one-to-one mapping 

from hidden states to expert modes that maximizes the overall, global similarity between hidden 

states and expert modes such that one state is mapped to one and only one expert mode. Because 

we have more hidden states (19) then modes (16) we added 3 dummy expert modes which we 

assign to have a 0 similarity with any of the hidden states. The hidden states that are mapped to 

the dummy modes would be the states that indicate novel, previously unidentified modes. Table 

5 shows the optimal mapping from the hidden states to the expert modes. It can be noted that 

states 5, 8, and 19 are not mapped to any of the expert modes, which we conclude as being novel 

dialogue modes. 



Table 4. Dominant dialogue acts for modes in the human annotated dataset. 

MODE TOP 3 MOST DOMINANT ACTS IN THE MODE (relative frequency as %) 

Fading T-Expressive(25.0114)  S-Assertion(17.4897)  T-Confirmation(9.4818)   

ProblemID S-Assertion(27.7061)  T-Request(15.4225)  T-Expressive(10.7397)   

Assessment T-Request(32.8406)  S-Assertion(17.1363)  S-Confirmation(15.9815)   

RapportBuilding T-Expressive(34.5935)  S-Expressive(21.7480)  T-Question(14.6748)   

Metacognition T-Assertion(33.3333)  S-Assertion(20.9564)  S-Expressive(15.0492)   

ProcessNegotiation T-Request(23.8422)  S-Expressive(12.6022)  T-Expressive(12.2587)   

Modeling T-Assertion(54.2757)  S-Expressive(11.5401)  T-Request(5.9991)   

MethodID T-Assertion(25.8130)  S-Assertion(15.8537)  T-Request(8.4350)   

Sensemaking T-Assertion(18.0807)  T-Request(14.4870)  S-Assertion(10.7572)   

WrapUp/Closing T-Expressive(44.6147)  S-Expressive(29.7122)  T-Request(16.1792)   

Opening T-Expressive(61.0459)  S-Expressive(30.3030)  T-Suggestion(2.7859)   

Scaffolding S-Assertion(17.2543)  T-Prompt(16.1523)  T-Assertion(15.7473)   

Telling T-Assertion(64.4992)  S-Expressive(10.5992)  T-Explanation(5.3798)   

OffTopic S-Assertion(26.8817)  S-Expressive(15.5914)  T-Expressive(11.2903)   

MethodRoadMap T-Assertion(67.2026)  S-Expressive(11.2540)  T-Suggestion(6.7524)   

SessionSummary T-Assertion(50.0000)  S-Expressive(11.5044)  S-Assertion(9.2920) 

 

Table 5. Optimal mapping from hidden states to expert modes using Information Radius and Optimal 

Matching algorithm. 

State Expert Mode 

S1 SessionSummary 

S2 MethodRoadMap 

S3 SenseMaking 

S4 Opening 

S5 NEW 

S6 MetaCognition 

S7 OffTopic 

S8 NEW 

S9 Assessment 

S10 MethodID 

S11 Scaffolding 

S12 ProcessNegotiation 

S13 Modeling 

S14 Telling 

S15 RapportBuilding 

S16 Fading 

S17 WrapUp/Closing 

S18 ProblemID 

S19 NEW 



CONCLUSIONS AND RECOMMENDATIONS FOR FUTURE RESEARCH 

We presented in this paper our work on automatically discovering dialogue modes from a large pool of 

human-to-human tutorial dialogues. The modes are mixtures of tutor and tutee actions in the form of 

hidden states discovered following the HMMs framework. Because these modes are characterized by 

distributions of tutor and tutee’s actions derived from professional tutoring sessions, they can be used to 

dynamically check the quality of a tutoring session by building dynamically the profile of a tutoring 

session, e.g. managed by GIFT or another ITS, to indicate to what degree a particular tutoring session 

matches the profile of professional tutor’s sessions in terms of dialogue modes.  
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