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Abstract—The fast growth of global routing table size has quickly apply updates to the already aggregated table alhd st
been causing concerns that the Forwarding Information Base maintain good compression ratio. When a router receives a
(FIB) will not be able to fit in existing routers’ expensive line- routing update, it has very limited amount of time to process

card memory, and upgrades will lead to higher cost for netwok . .
operators and customers. FIB Aggregation, a technique that the update and install the new FIB. When the FIB is already

merges multiple FIB entries into one, is probably the most aggregated, one routing table change may lead to updating
practical solution since it is a software solution local to aouter, multiple FIB entries, because it may change the aggrediyabi

and does not require any changes to routing protocols or netark  of those entries. In some cases, there can be thousandsror eve
operations. While previous work on FIB aggregation mostly o of thousands FIB entries to be updated, even if there is

focuses on reducing table size, this work focuses on algdmins | inal ting table ch Theref in thi &
that can update compressed FIBs quickly and incrementally. only a single routing table change. Thereiore in this wore, w

Quick update is critical to routers because they have very focusonreducing FIB aggregation’s overhead in the folfavi
limited time to process routing updates without impacting packet aspects: (1) reducing the overall time of processing a istrea
delivery performance. We have designed three algorithms: FA-  of updates; (2) speeding up the process to re-aggregate an
S for smallest table size, FIFA-T for shortest running time, oniire FIB, if a scheme requires such re-aggregations; and (

and FIFA-H for both small tables and short running time, and duci th d . b f FIB ch
operators can use the one best suited to their needs. Thesd €dUCING (he average and maximum number o changes

algorithms significantly improve over existing work in terms of caused by any individual routing table change, so as to educ
reducing routers’ computation overhead and limiting impad on  the time it takes to push those changes to the line card.

the forwarding plane while maintaining good compression r&io. To this end, we have designed three algorithms: FIFA-
S for smallest table size, FIFA-T for shortest running time,
and FIFA-H for both small tables and short running time.

The global routing table size has been increasing fasfBney take advantage of some intrinsic properties of an ag-
than ever in a super-linear trend, mostly due to the practigeegated FIB trie to speed up the incremental update process
of multihoming and traffic engineering [1]. This has causedmong them, FIFA-S and FIFA-H do not need to run full
serious concerns from both academia and industry ([2][3}e-aggregations, and FIFA-T performs fast re-aggregation
Once the FIB becomes so large that it can no longer fit in tleisting aggregated trie. Moreover, they use a prioritizet
fast memory of routers’ line cards, ISPs have to upgrade thef next-hop selection rules to improve the stability of the
line cards, eventually making Internet services more espen aggregated FIB, thus reducing the number of FIB changes per
While a number of solutions:(g., [4][5][6][7][8][9][10]) have routing table change. Our evaluation using BGP data shows
been proposed to solve the routing table scalability prokite that they provide significant advantages over the stat@rof-
the long run by changing the routing architecture, ISPs neelfjorithms in terms of processing time of a stream of updates
practical solutions soon, and FIB aggregation is consilerspeed of re-aggregation, and size of FIB bursts triggered by
one of the most practical solutions [11]. individual updates.

FIB aggregation reduces FIB size by combining entries The remainder of the paper is organized as follows. Sec-
whose prefixes are numerically aggregatable and whose néditn Il gives an overview of FIB aggregation. Sections Il
hops are the same. It is a software solution that can peesents the design of FIFA. Section IV evaluates the perfor
applied to a single router without upgrading the hardwargance improvement of FIFA over existing work. Section VI
changing the control plane, or affecting packets’ forwagdi discusses related work, and Section VII concludes the paper
paths. Thus it can be deployed incrementally and selegtivel Il. BACKGROUND ONFIB AGGREGATION
in a network at operators’ discretion. One of the fundanmient
tradeoffs in FIB aggregation is between aggregated tabke si ™ RIB and FIB
and computation overhead. Spending too much CPU cycle Routing Information Base (RIB) stores all IP routing
in aggregating the table will delay the downloading of th#formation, and is responsible for next-hop selectionmfro
table into the line cards, which may lead to packet loss grultiple available routes received from different peers. A
incorrect forwarding. Existing work, such as [12][13][1¥5], subset of the RIB information, i.e., the address prefixes and
has demonstrated that FIB aggregation can reduce tablbysizdéheir selected next hops, are installed in ff@warding In-
as much as 70% with moderate computation, but these effd@gmation Base (FIB) for fast lookup during data forwarding.
have not focused on reducing routers’ overhead in all aspedefinition 1. Given an IP addressd and a FIB F,

The most challenging problem in FIB aggregation is tet LPM(F,d) denote d's Longest Prefix Match, and

I. INTRODUCTION



TABLE |

FIB ENTRIES BEFORE AND AFTER AGGREGATION C. Optimal Routing Table Constructor (ORTC)
(a) Original FIB Entries Our algorithms are based on the Optimal Routing Table
Label Prefix Next Hop Constructor (ORTC) [12], a one-time aggregation algorithm
A 141.225.0.0/16 1 that minimizes the FIB size with strong forwarding correct-
B | 141.225.64.0/18 1 ness. The basic ORTC algorithm uses a binary tree to store
C [14122532019 1 FIB entries and traverses the tree three times to produce the
E iﬁ:ggg:ig:ggg g aggregated FIB. As we will show in Section IlI-A, ORTC can

be implemented using a patricia trie with two tree travexsal

(b) Aggregated FIB Entries However, for ease of illustration, we describe the basic ORT

Label Prefix Next Hop algorithm using a binary tree and three passes here.
A 141.225.0.0/16 1 Wi the FIB in Table | le. Fi 1
D | 141.22596.019 2 e use the FIB in Table I(a) as our example. Figure 1(a)
£ 141975 48 0720 5 shows the initial binary tree with seven nodes. Five of the

nodes, A, B, C, D, and E, correspond to the FIB entries in
Table I(a). We call them “real” nodes and the other two nodes,
nexthop(F,p) denote the next hops for prefix We define F and H, “auxiliary” nodes.

nexthop(F,d) = nexthop(F, LPM (F,d)). It is possible that The first pass is a depth-first traversal in pre-order to
d does not have any match in the FIB, i.&PM(F,d) = normalize the tree, so that all the nodes have zero or two
NULL, and packets destined tbwill be dropped. children. The expanded nodes have the same next hops as
their nearest ancestors that are real nodes. Figure 1(mtslep

entries. For addreski1.225.48.7, LPM (F, 141.225.48.7) = lthefprogess focrj ?r?ss hl Notie G, I J a”(t’r’f are thfhe?‘pa”dedt
141.225.48.0/20, and nexthop(F,141.225.48.7) = cal Nodes, and M€y have the same next hops as Ineir neares

o real ancestors A, C, A, and B, respectively.

nexthop(F, 141.225.48.0/20) = {2}. The second pass is a depth-first traversal in post-order to
merge next hops, in which two children merge their nexthop
sets to form their parent's nexthop set. If the two children

FIB aggregation is to aggregate a FIB into one with fewdrave one or more common next hops, the merging uses an
number of entries while ensuring “forwarding correctnessintersection operation, otherwise, it uses a union opamati
i.e., the aggregated FIB should not change the next hopigure 1(c) depicts the merging process. For examplend
that packets take to reach their destinations. All the FIBhave no common next hops, so their parent C’'s nexthop set
aggregation algorithms proposed in this paper satisfgng is {1,2}, the union of{1} and {2}. Another example ig,
forwarding correctnessss defined below: whose nexthop sefl} is the intersection of’s nexthop set

Definition2. Given a FIBF', another FIBF' satisfiesStrong {1_’|_2g atrr‘]d dG,S nextho%selt{hli_. i1 i der tocsel
Forwarding Correctness with respect toF" if and only if € third pass 1S a depin-first raversal in pre-order cle

the following conditions hold: (1) any non-routable adtstreseaCh node’s next hop and form the aggregated FIB. More

in F will remain non-routable in”, i.e, if LPM(F,d) — specifically, the root can have a next hop randomly selected

NULL, then LPM(F',d) — NULL; (2) the next hop of frfrtr)]‘l'ltts n;xthot;; set (thfe ong(]jln,al n:extthgp |st preferred for
any routable address iR’ will remain the same in”, i.e, stability). From then on, if a node’s selected next iappears

. N in its child’s nexthop set, then the child should hdves its
I|:¢ OLrﬁ)iVif(f;’ iéirﬁiﬁﬁéi%itﬁgﬁg ’Vf/lg gazefrgtozéﬁ’sﬁgs selected next hop, and the child will not be loaded into th FI

Weak Forwarding Correctnesswith respect taF’ (this means ?thefl’v'se’ ';Ee Ch"? W”(Ij g?vehz_al dnE)'(ItI EOFI) radnd do_mtly ;shelelgltgd
a non-routable address ifi can become routable iR"). rom Its nexthop set, and the child will be loaded Into the.

Figure 1(d) shows the results after pass three. Robas 1
Even if two algorithms satisfy the same type of forwardings its selected next hop. Since its childérand H have 1 in
correctness, they may reduce a FIB into different sizesmtpe thejr nexthop set, they also have 1 as their selected nexthop
ing on which cases they handle. In the simplest case, whgfd, as such, they will not appear in the aggregated FIB.
several consecutive prefixes share a common next hop, tRgilar for B. On the other hand)’s selected next hop (1) is
can be combined into a shorter prefix with the same next hQggferent from that of its parenB (2), so it must be put into
Another simple case is when a prefix and its nearest ancegi¥ aggregated FIB. Table I(b) shows the three final prefixes

prefix share the same next hop, this prefix can be removgd p and E) and their next hops after three passes.
from the FIB. In both cases, the longest prefix match wil

return the shorter prefix, but the returned next hop will stil lIl. DESIGN

be correct. The second case is illustrated in Table I, whereWe aim to develop FIB aggregation algorithms that are
the entriesB and C' can be removed from the original FIB —practical to use in a real production network. First, theyuit

they share the same next hop as the entryand A’s prefix reduce the FIB size sufficiently to postpone the upgrading
141.225.0.0/16 is their nearest ancestor prefix. There are mo# FIB memory in line cards by several years. Second, they
complex cases where aggregation can happen. should handle route changes fast as a router may need to

As an example, Table I(a) shows a FIB with fives

B. FIB Aggregation and Forwarding Correctness
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Fig. 1. ORTC Aggregation Algorithm. There are four fields &ach node from left to right: original next hop, selectedtrieop, FIB status (Y: INFIB,
N: NON_FIB), and nexthop set. A bold font denotes a field updated énctirrent step. A solid rectangle denotegeal node from the unaggregated FIB. A
dashed rectangle denotes an auxiliary node generated aghe glue node or for optimization purposes. A grey node tésna node with INFIB status.

Routi version of ORTC and the three FIFA algorithms.
Routing> P?;t:;:(g)l

- Updates A. Improving ORTC Efficiency
‘ Changes FIFA is based on the ORTC algorithm (Section II-C), but it
i Aggregated addresses two inefficiencies in the latter: (1) the basic ORT
L ol g algorithm traverses the FIB tree three times, so it can b qui
N B slow for a large FIB; and (2) ORTC uses a binary tree structure
Changes . that could consume more memory than necessary when there
\ are large gaps between address prefixes and the large number
e Data of tree nodes means slower tree traversals. We improved ORTC
Packets Packsts using two passes on a Patricia Trie [17]. A Patricia Trie is a

“__DataPlane

space-optimized tree in which a child prefix can be longer
Fig. 2. Relationship between FIFA and other router comptmen than its parent prefix by more than one, thus eliminating
unnecessary internal nodes. For example, Figure 3(a) shows
handle a large number of routing changes during routinge Patricia Trie representation of the FIB entries in Tata
convergence. Third, they should not incur a large number ofngde C' has a prefix length 19 while its parefit has a
FIB changes per routing update. According to Franadis prefix length of 17. We tested both implementations using
al. [16], the time required to update a FIB entry in a regkouteView's data [18]. For a routing table of 332,588 emstrie
router is about 100s. Since one route change may resulgyr implementation is 2.5 times faster and uses only 44% of
in multiple FIB changes on an aggregated FIB, it would bge memory consumed by the original implementation.
desirable to minimize such FIB changes. Finally, we would |n order to distinguish the patricia trie-based ORTC algo-
like to maintainstrong forwarding correctnessee Section Il) rithm from the basic ORTC, we use Round One (Figure 3(b))
to avoid potential looping problems associated with weahd Round Two (Figure 3(c)) to represent its new passes.
forwarding correctness. Round Onés a depth-first traversal in post-order to merge next
When a router starts up, FIFA uses our improved version Rbps (as in pass two) without normalizing the tree (othezwis
ORTC ([12] and Section II) to build the initial aggregate®F| we get a complete binary treelRound Twois a depth-first
When a new routing update arrives, first the routing protocghversal in pre-order to select next hops (as in pass tlares)
will update the RIB and then FIFA will apply each resultingt adds new nodes to the tree whenever necessary to maintain
route change to the aggregated FIB, which may generate @ogvarding correctness.
or more FIB changes. FIFA then installs these FIB changes inFor Round One, in order to merge the next hops correctly
the line card. Figure 2 illustrates this process. without expanding the trie, we compute a node’s nexthop set
FIFA is composed of three algorithms, FIFA-S, FIFA-T angy merging what would be the nexthop sets ofiiteginary
FIFA-H, and ISPs can choose one based on their conceretsildren if there is a complete binary tree. L&{n) be the
FIFA-S keeps the FIB size smallest among the three, witiexthop set of node, S;(n) andS,(n) be the nexthop set of
very light FIB bursts and no FIB re-aggregati®iiFA-T is the n’s imaginary left and right child, respectively. Theét{n) =
fastest among the three, with relatively small number of FlBierge(S;(n), S.(n)). In Figure 3(b),S(n) is the last value
changes and fast re-aggregatiBhFA-H is a hybrid approach associated with each node.
combining the advantages of both FIFA-S and FIFA-T. It has Below we explain how to computé;(n). Let H(n) be
medium time cost compared to the other two schemes, ahé original next hop ofi, andd be the difference between
much lighter FIB burst than FIFA-T. Moreover, it does nothe prefix length of a node and that of istual left child.
perform any re-aggregations. There are four possible cases: no left child= 1, d = 2,
In the rest of this section, we described our improveahd d > 2. In each case, the calculation follows a simple
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Fig. 3. Improved ORTC Aggregation Algorithm using Patridiee
TABLE 1l
UNAGGREGATED AND AGGREGATEDFIB ENTRIES AFTER AN UPDATE

rule explained below (all the examples refer to the FIB tree i (a) Original FIB Entries

Figure 3(b)). The rules can be proven by expanding the part

. : L Label Prefix Next Hop
of trie that includes the parent and the_ child into a complete A 141575 0.0/16 1
binary structure and applying the merging rules to it. B 141.975.64.0/18 1
1) No left child: S, is derived from the original next hop of C | 141.225.32.0/19 1
the parent node, since the child was to be created from E ﬂiggg-igggg g
tree normalization. For exampl€; has no left child, so v TAL975 0.0/18 3

Si(C) ={H(C)} ={1}. :
2) d =1: S, is the nexthop set of the actual left child. For (b) Aggregated FIB Entries
exampled = 1 for A andF, s0 S;(A) = S(F) = {1}. Label T Zg% o716 NethHOp
3) d = 2. S, is the merged next hops of the parent’s 141.995.96.0/19 >
original next hop and the actual left child’s nexthop set. 141.225.48.0/20 >
For exampled = 2 betweenF and C, so S;(F) = 141.225.0.0/19 3
{H(F)}nS(C) = {1} n {1,2} = {1}.

4) d>2:.5 is a set containing only the original next hoRyp|y those parts of the FIB trie that may have been impacted
of the parent node. by the update. We follow this approach in both the optimal
We then obtainS,(n) using the same procedure, angize update handling algorithm (BasicOptSize) we propased
calculate S(n) by merging S;(n) and S,(n). For example, 2010 [14] and FIFA-S, but FIFA-S is eight times faster than
sinced = 1 betweenF and B, S.(F) = S(B) = {1,2}. BasicOptSize (see Section IV) and its heaviest FIB burst, (i.
Therefore,S(F) = Si(F) N S, (F) = {1} N {1,2} = {1}. number of FIB changes caused by a single route change) is
Round Two goes through similar steps as pass three to setggly 1/10 of that in BasicOptSize. Below we first describe how
the next hop of each node. In addition, it creates a new noBasicOptSize works and then show FIFA-S’ improvements.
whenH (n) # H'(n), whereH (n) andH'(n) are the original ~ The BasicOptSize algorithm goes through the following
and selected next hop of nodeand one of the following two steps, after applying the update to the corresponding node:

@ m o>

conditions is satisfied: 1) Step A: on the subtree rooted at thedated nodemerge
1) d > 2:if n has a left (right) child with prefix length the next hops using a depth-first traversal in post-order.
greater tham'’s length by at leas®, then a left (right) This is basically &Round Oneoperation on a subtree;
child undern is created. 2) Step B: for each ancestor nodbovethe updated node,
2) One child is missing: if» has no left (or right) child, merge its next hops until the node’s new nexthop set is
then a left (or right) child under is created. the same as its old nexthop set. We call this node the

Otherwise, we do not need to create new nodes. After the two ~ “highest changed node”;
rounds, we obtain the same set of aggregated FIB entries ag) Step C: on the subtree rooted at thighest changed
the original ORTC does with much fewer nodes in general.  node select the next hops using a depth-first traversal
For example, In Figure 3(c), we did not create any new node in pre-order. This is &ound Twoperation on a subtree.
becausef (n) = H'(n) for all the nodes, and only six nodes In Appendix A, we prove that the above steps can keep the
are created compared to 11 nodes in Figure 1(d). aggregated FIB optimal.
To illustrate the BasicOptSize algorithm, we add a new entry

B. FIFA-S to our example FIBK in Table 1l(a)). Figure 4 shows the FIB

FIFA-S keeps the aggregated FIB size optimal after evennye after updating nodé/ (its type is changed to REAL and
update. A naive way to do so is to perform the ORT@s nexthop from 1 to 3). Figure 5 shows Steps A, B and C.
aggregation on the entire FIB trie upon every update, bst thfter Step C, the aggregated FIB contains the original esjri
would be too time-consuming. A better approach is to update D, E, and a new entry> (see Table II(b)).



Procedure 1main(type) function

P greny (i) | 1: Build initial FIB trie based on unaggregated FIB
N e 2: Run improved ORTC on the FIB trie to obtain aggregated FIB
i : ; . : ' 3: for each updatelo
/13[H.3_{;1,k2\,3)1 B.lll\;{l,z)] [H.3_(\11,\2,3)_B11";(1,2)] [:;TNI((,Z,S) ] 5)1111(1,2)] 2 i Announcementhen
ciway | [(22vi) cune | [D2av) | e3¢ i caing2y | o¥evia) 5 Lookup the corresponding node and create it if non-existe
/19[ \ \ ][ ] [ ][ ] ‘ S /][ X ] 6: Update the next hop of the current node
/20 E22V{2} 7. node.type «— REAL
() ED) G 5 e
(a) Step A (b) Step B (c) Step C 9: Lookup the corresponding node and return if non-existent
) ) ) ) 10: Remove the next hop of the current node
Fig. 5. Steps in BasicOptSize 11 node.type — AUXILIARY
12:  if (type = ALG_FIFA_T) V (type = ALG_FIFA_H) then
13: node.optimal < 0 for all ancestors of the current node

14:  switch (type)

15: caseALG_FIFA_S:
16: FIFA_S(node)
17: caseALG_FIFA_T:

N7} F1IN{L)

/13[ H:3,‘7(1,24,3)I B:11N(1,2)] [H:S,J@BIN(LZ)]

R i 7 18: FIFA_T(node)
/19[ c:1\}ll,z)] [ D:ZZV{Z)] [C:11N(1,2) ] [ D:ZZV(Z)] i G:;;é i cung ][ D:22V(2)] 19:  caseALG. FIFA H:
20: FIFA_H(nod
oo (220 (e ] 21:  end switch (node)
(a) Step A (b) Step B’ (c) Step C’
Fig. 6. Steps in FIFA-S Procedure 2 FIF A_S(node) function

1: real Ancestor < nearestReal Ancestor(node)

. 2. mergeNexthopsBelowNode(node, real Ancestor)
Flgure 5 shows that Step B and C need to update the entlﬁ.ehighestNode — mergeNexthopsAboveNode(node, ALG_FIFA_S)

subtree rooted alf and F', respectively. To reduce the number4: infibAncestor < nearest! N FI1BAncestor (highestN ode)
of nodes visited on these subtrees, FIFA-S takes advanfage®o selectNexthop(highestNode, infibAncestor)
the following two properties (see [19] for their proofs):

Property 1: The result of Step A will be the same without | ] o
updating any subtrees rooted &E AL nodes. opt!m.al. As more updates come, tohe FIB size will increase
Property 2: The result of Step C will be the same withoutNtil it reaches a threshole.g, 90% of the FIB memory
updating any subtree with these properties: (1) the nextreap N the liné card. At this point, a re-aggregation is perfodme
did not change in any nodes on the subtree in Step A: and @) the FIB trie from the root to optimize the FIB size.
the selected next hop of the subtree root did not change. ©n the surface, FIFA-T is very similar to the minimal time
Moreover, FIFA-S adopts the following rules and it has coriPdate handling algorithm (BasicMinTime) we proposed {14]
siderably fewer FIB changes than BasicOptSize (Section NJOWever, there are two important differences that make FIFA
Property 3: In Step C, selecting a node’s nexthop from itd More efficient: (a) FIFA-T utilizes the three properties

nexthop set using the following prioritized rules can regluc
the number of FIB phanges: (a) the nex.thqp selected _by BFcedure 3mergeNeathops BelowNode
nearest ancestor witi N_F'I B status (this is for FIB size — .
.. . ... 1 node.optimal < 0
optimization); (b) the old selected next hop; (c) the or@in 2. | hode.l
next hop; and (d) if none of those are found in the nexthop set, r < node.r
sort the set and pick the first one instead of random selectioé; i (fn frjgve [{viizh/;ggi'ggifzv}igﬁfzetsffr;nces or)
We call the improved procedureStep A, B’ and C! ¢ it (T?QNULL)/\(T_type#REAi) then
Figures 5 and 6 show that (1) BasicOptSize and FIFA-S have  mergeNexthopsBelowNode(r,real Ancestor)
the same aggregation re_sults; .@)Was skipped in Step A; g ' (:LL(())c(lieejigfgeijaﬁ\i?ﬁz)o;hT real Ancestor.original Nexthop
and (3) D and E were skipped in Step C'. 10: node.mergedNexthops < merge(l,r)
We present the pseudo code of FIFA-S in Procedures 1 -
6. FunctionmergeNexthopsBelowNode Step A, mergeNex- Brocedure 4 mergeNeathops Above N ode(
thopsAboveNodis Step B’ andselectNexthops Step C'. Note —— =5 o0y
that we associate a flagptimal with each node to indicate 2: while parent do
whether Step C’ is needed in the subtree of this node. 3 if (type = ALG_FIFA_H) A (parent.length < CAP) then
. . 4: Return node
In the next two sections, we show how Properties 1-3 can he

) : old «— parent.mergedNexthops
used in FIFA-T and FIFA-H to reduce computation overhead: new «— merge(parent.l, parent.r)

(node,real Ancestor)

node, type)

and keep the aggregated trie stable. 7. if old = new then
8: Return node
C. FIFA-T 9: node «— parent

. . .. 10: t «— node. t
FIFA-T aims to shorten the FIB update time by localizing. i;;a;;; - sntoheenparm

the changes on the FIB trie while maintaining strong forwardz2: node.optimal — 0
ing correctness. The trade-off is that the FIB size will net ht3: Return node




Procedure 5 select Nexthop(node, ancestor) Procedure 7 FIF A_T (node) function

1: oldStaus <« node.status 1: if Thresholdthen
2: oldNexthop « node.selectedN exthop 2: Do re-aggregation on the FIB trie from the root
3: if ancestor.selectedNexthop € node.mergedN exthops then 3: else
4:  node.selectedNexthop < ancestor.selected N exthop 4:  realAncestor «— nearestReal Ancestor(node)
5. node.staus — NON_FIB 5. mergeNexthopsBelowN ode(node, real Ancestor)
6: else 6: infibAncestor « nearestI N FIBAncestor(node)
7:  if oldNexthop € node.mergedNexthops then 7:  selectNexthop(node,in fibAncestor)
8: node.selected N exthop «— oldN exthop
9:  else ifnode.original Nexthop € node.mergedNexthops then
10: node.selected N exthop < node.original Nexthop
11:  else D. FIFA-H
12: node.selectedNexthop < node.mergedN exthops|0] .
13:  node.staus — IN_FIB In addition to FIFA-S and FIFA-T, we propose FIFA-H, a
14: updateF'I B(oldStatus, oldNewthop, node) , hybrid scheme that achieve a good balance among aggregation
15: if (oldNexthop = node.selectedNexthop) A (node.optimal = 1) . ;
then speed, FIB size and number of FIB changes. In this approach,
16:  Return a FIB size threshold and a CAP are set at the beginning. For
17: if node.status = IN_FIB then each update, FIFA-H performs three steps - U, V, W (or W)
18:  ancestor < node foll - .
19: if (node.l = NULL) A (node.r = NULL) then as follows (Figure 8):
3(1): ; thuml redNeathop £ node.originalNeathop th « Step U: merge the next hops below the updated node
. I node.selecte exthop noae.ortgina. exthop en y o y .
22° generateNewN ode(node) (same as Step A in FIFA-S and Step X' in FIFA-T);

23: if node.l # NULL then « Step V: merge the next hops above the updated node up
ggi ; Seéect]ief\fg@ﬁ”&de-l,fmcestm‘) to the highest changed node whose prefix length is less
. It noae.r en . .

26 selectNexthop(node.r, ancestor) than or equal_ to CAP, called the CAP node, which limits
27: node.optimal — 1 the computation overhead and the number of FIB changes

compared to FIFA-S;

Procedure 6 update F1B(oldStatus, oldNexthop, node) o Step W or W': if the thresho_ld is not reached, this step
171 oldStatus 2 node.status then (W) performs nexthop selectlon_on the subtree roc_)ted at
2. if node.status = NON_FIB then the current updated nod&gveTimemode). Otherwise,
i: | Delete the prefix and next hop from FIB this step (W’) will start from the CAP node for nexthop

. else . .
5: Add the prefix and next hop to FIB selection Reduce&zmode).
6: else if oldNexthop # node.selected Nexthop then FIFA-H incurs less computation time and fewer FIB changes
7 [f node status = IN_FIB then than FIFA-S, and has smaller FIB bursts than FIFA-T (Sec-
8: Update the corresponding next hop to FIB !

tion IV). It has no lengthy re-aggregations, thus avoiding
potential problems during re-aggregation, e.g., packetds.

described in Section 1lI-B; and (b) FIFA-T's re-aggregatio .
) ' (b) . g9regalos A cedure 8 FIF A_H (node) function
is performed on the aggregated FIB trie, but BasicMinTime Ty tRealAncostor(node)
H B L rea ncestor <— neares ea, ncestor(noae
has to destroy the old aggregated FIB trie, and build a neég mergeNeathops BelowNode(node, real Ancestor)
one from the unaggregated FIB. Our results show that it US@S capNode — merge NexthopsAbove Node(node, ALG_FIFA_H)
40% less time than BasicMinTime and generates only 1.1 FIB if ThresholdReachethen
changes per routing update 5 mode — capNode
gesp g up ) . 6 infibAncestor < nearest] N FIBAncestor(node)
FIFA-T works as follows: (1) before the threshold iS7: selectNexthop(node,infibAncestor)
reached, perform the following (the less efficient procedur
in BasicMinTime are calle®tep XandY) —

o Step X': on the subtree rooted at thgdated node IV. EVALUATION

merge the next hops using a depth-first traversal in post-|n this section, we evaluate the performance improve-

order, skipping REAL nodes and their subtrees (based gient of FIFA over BasicOptSize, BasicMinTime, as well as

Property 1); SMALTA [15], another ORTC-based FIB aggregation scheme.
« Step Y on the subtree rooted at thpdated nodeselect \ve also compare the three FIFA algorithms so that users can

the next hops (following rules based on Property 3) usinghoose the right algorithm based on their own needs.
a depth-first traversal in pre-order, skipping REAL nodes

with optimal flag set to 1 as well as their subtrees (baséd Methodology

on Property 2). We used RIBs and routing updates from 01/01/2011 to
(2) when the threshold is reached, re-aggregate the tria frd2/31/2011 in the Routeviews [18] route-views2 data archiv
its root incorporating the three properties to obtain arinoplt Since the routing updates do not contain nexthop IP address
trie. The pseudo code is in Procedures 1, 7, and 3 - 6.  information, we use nexthop ASes to approximate nexthop
Figure 7 illustrates the differences between BasicMinTimeuters (as in [13], [14]) and we have used internal routing
and FIFA-T, e.g., noddé” was skipped in Step X’ and Y'.  information from a tier-1 ISP to verify that the approach
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Fig. 8. FIFA-H: the first two steps are Step U and V. The thiepsis Step W before reaching the threshold and Step W’ afehieg the threshold.

closely approximates the results. In order to show the worsb update an unaggregated FIB. This suggests that it idleasi
case performance, we present the results from 4.69.184.1@®3deploy FIFA-S in an operational router.
a router in the tier-1 ISRevel 3 because this router has the Figure 9(c) shows that the total number of FIB changes in
most number of AS neighbors (2876 and 3151 on 01/01/20&0FA-S is only about 1.8 times of that in an unaggregated FIB,
and 12/31/2011, respectively) among all 36 routers. In ggne and this ratio is very stable.
more neighbors means more next hops the prefixes can haverable 11l shows the FIB burst distribution. In both schemes,
which may lead to lower FIB aggregation performance. labout 98% of the FIB bursts have no more than 10 FIB
practice, a router has tens or at most hundreds of interfaceshanges. MoreoveEIFA-S largest FIB burst (568) is less

We use the following four performance metrics: (1) FIBhan 10% of that in BasicOptSize (6,226).
Size: total number of entries in FIB; (2) Time Cost: time
to apply routing changes to the FIB including re-aggregaticCc. FIFA-T vs. BasicMinTime

time, if any; (3) FIB Changes: total number of FIB updates \ye now compare FIFA-T with BasicMinTime in Figure 10

caused by all routing updates; and (4) FIB burst: number gfy Tapie 1v. We make the following observations) their

FIB changes caused by one route change. The evaluation Wgs gjze oscillates between the optimal size and the cordigur

done on a machine with an Intel Core 2 Quad 2.83GHz CPM'reshold, and FIFA-T triggers only 9 fast re-aggregations
during the entire year (Figure 10(a)}) (FIFA-T uses about

B. FIFA-S vs. BasicOptSize 40% less time than BasicMinTime (Figure 10(b)); and d)

We first compare FIFA-S with BasicOptSize. Figure 9(d]'FA-T'S largest FIB burst is much smaller than that in
shows the FIB size. Since both schemes achieve optimal FpgSicMinTime (Table 1V).
size, their lines overlap with each other ending below 180,0 ) _ _
The top line shows the unaggregated FIB size, which incnba@' Comparison among FIFA Algorithms and with SMALTA
from 332,588 to 378,728 during the year. In other words, a) FIB Size:Figure 11(a) shows that (1) FIFA-S has the
either scheme reduced the FIB size by about 60%. If the smallest FIB size; (2) FIFA-T and SMALTA oscillate between
unaggregated FIB size increases at the current rate (abihgt optimal size and the threshold, and (3) FIFA-H tends to
13.9%), it will take 7.5 more years for the aggregated FIE siztay around the threshold with no re-aggregation.
to reach the current unaggregated FIB size (as of 12/31J2011 b) Time Cost: Figure 11(b) shows that (1) SMALTA
Figure 9(b) shows thaFlFA-S is more than 8.22 times takes the most time — 237.23s, which includes 11 full tree re-
faster (108s in total or 2Zs/update}han BasicOptSize (888s aggregations (158.62s or 14.3s per re-aggregation); EA-Fl
in total or 16.4:s/update). The time cost of FIFA-S is veryis the fastest — 66s, which includes 9 fast tree re-aggi@uati
close to the bottom line, which corresponds to the time costth 0.2s for each (FIFA-T is 70 times faster than SMALTA in
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TABLE Il
FIB BURSTDISTRIBUTION COMPARISON BETWEENFIFA-SAND BASICOPTSIZE
Burst Size Min Max | Median =0 <1 <10 All
BasicOptSize| 0 6,226 1 6,914,934 (12.78%) 38,185,015 (70.58%) 52,795,683 (97,59%) 54,095,965 (100%)
FIFA-S 0 568 1 6,961,449 (12.87%) 38,645,578 (71.43%) 53,318,607 (98.56%) 54,095,965 (100%)
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TABLE IV
FIB BURSTDISTRIBUTION COMPARISON BETWEENFIFA-T AND BASICMINTIME
Burst Size Min Max | Median =0 <1 <10 All
BasicMinTime 0 149,815 1 6,080,983 (11.24%) 49,611,562 (91.71%) 53,913,320 (99.66%) 54,095,973 (100%)
FIFA-T 0 69,526 1 6,150,664 (11.36%) 49,704,177 (91.88%) 53,919,736 (99.67%) 54,095,965 (100%)

re-aggregation efficiency); and (3) FIFA-S (108s) and FHFA-minimal time update scheme is very sensitive to threshold
(100s) have similar time cost. change for its running time.bY The original minimal time

c) FIB Changes: Figure 11(c) shows that (1) FIFA-T update scheme always has more FIB changes than FIFA-T for
and FIFA-S have the lowest and highest total number of Fidfferent thresholds.d) Original minimal time update scheme
changes, respectively; (2) SMALTA has slightly more totalways has longer running time than FIFA-T for different
number of FIB changes than FIFA-H. thresholds. ) FIFA-T has slightly higher number of fast

d) FIB Bursts: Table V shows that (1) most routere-aggregations than the number of slow re-aggregations in
changes cause zero or one FIB change, and about 99% Blgjinal minimal time update schemee) (FIFA-Hs running
bursts have less than 10 FIB changes; (2) FIFA-T usually héimie is more sensitive to threshold change than FIFAS). (
small FIB bursts, but they can get very large (69,526); (BIFA-H has longer running time, higher total FIB changes,
with FIFA-S and FIFA-H, the FIB bursts have at most 568nd smaller FIB burst than FIFA-T. Also we test different
and 1,182 FIB changes, respectively; and (4) SMALTA habresholds to compare the performance between FIFA and
the largest FIB burst (72,856) (Notice that SMALTA has 1BEMALTA. As expected, FIFA schemes outperforms SMALTA
more FIB bursts than other three algorithms because it daws all metrics with the exception that FIFA-S has more FIB
independent re-aggregations separated from normal ug)datehanges, because it always keep the FIB size optimal for
. . . every update. However, it always runs faster than SMALTA.
E. Comparisons with Different Thresholds For example, SMALTA needs to take 981.52s to finish all

Table VI shows different performance results for differenipdates with 62 very slow full tree re-aggregations when the

thresholds for all schemes and obtain similar results aseabothreshold is set as 160,000. However, our FIFA-T, FIFA-H
And we make the following observationsz)(The original



TABLE V
FIB BURSTDISTRIBUTION COMPARISON AMONG THREEFIFA SCHEMES ANDSMALTA

Burst Size | Min Max Median =0 <1 <10 All
FIFA-S 0 568 1 6,961,449 (12.87%) 38,645,578 (71.43%) 53,318,607 (98.56%) 54,095,965 (100%)
FIFA-T 0 69,526 1 6,150,664 (11.36%) 49,704,177 (91.88%) 53,919,736 (99.67%) 54,095,965 (100%)
FIFA-H 0 1,182 1 6,232,328 (11.52%)| 48,997,278 (90.57%) 53,784,161 (99.42%) 54,095,965 (100%)
SMALTA 0 72,856 1 4,456,410 ( 8.23%)| 48,297,973 (89.28%) 53,873,603 (99.58%) 54,095,976 (100%)
190000 250 1e+08
9e+07
180000 ol riir y Normal -7~
@ V{w / / Y/ fy»f 7o 1/‘ 200 P Normal - = g’ﬁe*m' FIFA-S -
270000 L ’1/{' 7 / ’ / FIFAS - % - S7e+07 [ FIFAT B -
£ 60000 Jf/ , / /// Coul 5150 [ FIFAT B A Seeror |—FIFAH l AL
g " i | ,,L»—?r*““”mf’— w 100 f O4e+07
E140000 . FIFA-T -1 D3e+07
z FIFAH -@ 50 S2e+07
130000 SMALTA -4 1e+07
120000 ‘ e ‘ =
0 1000 2000 3000 4000 5000 6000 0 1000 2000 3000 4000 5000 6000 0 1000 2000 3000 4000 5000 6000
Number of updates/10000 Number of updates/10000 Number of updates/10000
(a) FIB Size (b) Time Cost (c) FIB Changes
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and FIFA-S schemes only need to use 76.70s, 105.13s and 100 o0 TPt Jececitecetecsetere
108.49s, respectively, to accomplish the same task. Notice o
that as the threshold is set lower, SMALTA takes much 80 ¢

longer to do full tree re-aggregations, and its performance &

thus degrades sharply. On the contrary, FIFA schemes keep g 60

very stable running performance compared with the normal g  Aadastassassdistadias

update handling. 8 40 aastt

F. FIB Lookup Performance and Memory Saving Efficiency @ ans Aggregation Ratio =
We use the software reference design of Tree Bit Map [20] 20 :..i Mermory Access Times Ratio —e- |

to obtain the FIB memory access times and memory usage. Memory Usage Ratio 4~

The reference implementation uses an initial 8K entrie$ wit 0
stride 13, and following stride 4 to create a 13, 4, 4, and 4
multi-bit trie. Each TBM node with stride 4 uses 8 bytes to

store internal and external bit map, and an additional 32tbit

store the pointer to its children and results array. The Ugok

memory access times include trie lookup memory access aighilar with SMALTA results [15]. ¢) The overall FIB lookup
data access times. For lookup memory access times, eHB¥mory access times (round circle line) after aggregation
trie node access is considered as one memory access. dadot improve much, and are slightly less than that before
data access was postponed to the last step, and it is onddg@regation. Compared with SMALTA results, ours are very
there is a matching prefix in the trie(otherwise the data scélifferent, because SMALTA does not count the data (results
time is 0). We assume the traffic has uniform distributiofffay) memory access times as well as the memory access
pattern. Figure 12 demonstrates the ratio of FIB size, Fifines of none-matching prefixes in the TreeBitMap trie, as
lookup memory access times, and real FIB memory usa@%nf'rmEd with SMALTA authors.

after and before aggregation using 33 peers on 12/31/2011.
All the RIB sizes for these peers are more than 360,000, with
minimum FIB size 364,729, maximum 389,562, and median FIFA-S improves the time efficiency of BasicOptSize by
381,188. For example, each point of the triangle line regorss 8.22 times and keeps the FIB size optimal. It is mostly useful
the value of FIB memory usage after aggregation over thhen the FIB memory size is close to its optimal aggregated
one before aggregation. We make the following observatiogize, when FIFA-T will trigger too many re-aggregations.
from the figure: ¢)The aggregation can mainly reduce FIB-IFA-T is the fastest among the three schemes; it is suitable
memory usage, as well as FIB lookup memory access timasen the FIB memory is much larger than the optimal aggre-
(b) The overall memory saving ratio of aggregation(trianglgated size. FIFA-H is a well-balanced scheme with medium
line, ranging from 21.29% to 52.24% with median 49.60%)nning time and FIB burst size. Compared with SMALTA,
is less than the FIB entry saving ratio (rectangle line, nagg all FIFA algorithms are faster and have smaller FIB bursts.

from 13.28% to 39.57% with median 36.74%) ranging frori addition, FIFA-T and FIFA-H incur fewer total number
8.00% to 13.96% with median 12.62%, these results are veafyFIB changes than SMALTA. Technically, there are mainly

10 15 20 25 30
Number of peers

35

Fig. 12. FIB Lookup Performance Improvement

Summary



Scheme FIB Size | Time Cost (s)| FIB Downloads | Heaviest FIB Burst| Re-aggregation timeg
Normal Update 378,728 52.04 54,090,000 1 0
Original Opt-Size Update| 148,998 888.20 108,692,712 6,226 0
FIFA-S 148,998 108.49 98,088,041 568 0
Original Min-Time Update| 160,000 135.37 67,173,411 149,834 51 slow
FIFA-T 160,000 76.70 60,673,484 40,234 57 fast
FIFA-H 160,000 105.13 77,823,595 667 0
SMALTA 160,000 981.52 67,826,947 51,329 62 very slow
Original Min-Time Update| 180,000 93.60 61,112,373 149,815 8 slow
FIFA-T 180,000 66.34 59,999,817 69,526 9 fast
FIFA-H 180,000 100.00 64,504,256 1,182 0
SMALTA 180,000 237.23 67,003,405 72,856 11 very slow
Original Min-Time Update| 200,000 83.86 60,337,631 149,341 2 slow
FIFA-T 200,000 64.84 59,863,910 97,959 3 fast
FIFA-H 200,000 97.10 60,735,995 1,768 0
SMALTA 200,000 138.36 66,697,953 111,986 4 very slow
TABLE VI

PERFORMANCECOMPARISONS FOR DIFFERENT THRESHOLDS

three factors leading to the fast FIB aggregation in FIFAsti and uses it to lookup the corresponding next hop on the two
of all, SMALTA requires rebuilding the FIB aggregation tredPatricia Tries with the longest prefix match rule. Thirdly, i
from scratch during re-aggregation, which is time consgmnindoes a comparison between the two next hops, if they are
In FIFA-T, the re-aggregations are very fast, because isdae same for all prefixes coming from the complete binary
not require rebuilding the FIB aggregation. In FIFA-S anttee, then the two routing tables have the same forwarding
FIFA-H, there is no re-aggregation. Secondly, SMALTA usdsehavior, and the forwarding correctness is guarantedtrot

a binary tree data structure, but we use a patricia trie. Theése, they have different forwarding behaviors. The apphoa
binary tree has many more nodes to traverse than the patrigill always pick the longest prefix and cover all of the IP
trie, thus incurring more computation overhead. ThirdifzA space holes the two routing tables have. Also it will gereerat
has the two important features which are not applicable toe same results as the brute-force way to search the entire
SMALTA and they can further help reduce more redundai® space one by one ranging from 0.0.0.0-255.255.255.255.

node accesses but keep the same aggregated size. We proved the correctness of the algorithm, and omit it here
due to space constraint. The algorithm eliminates massive
V. FORWARDING CORRECTNESSV ERIFICATION computation overhead compared with the brute-force way.

In order to guarantee the forwarding correctness for agpr example, the original routing table without aggregatio
: ! : .. and incremental update handling has 378,668 entries, a@d th
t d update handling, I ted ff . . S
gregafion and update nancing, we impiemented an efiic r';\ggregated routing table has 179,993 entries. The buirin

verification algorithm, in which the whole IPv4 space Wilgge has 577,253 leaf nodes all together, then we only need
be checked with prefixes rather than individual IP address do 577,253*2 = 1154.506 lookups on the two Patricia

Through different settings, we can verify both strong and . ) .

weak forwarding correctness for any two routing tables.e@iv es 1o obtain the f|_n_al results. However, the brlite-fore_ey_w
any two router tables with prefixes and corresponding n %" use abou'F 4 billion 1P addresse.s to do 4*2=8 .b.'”'of‘
hops, the verification algorithm can not only tell if the tw ookups to achieve the same goaI.We improved the verificatio
routing tables have forwarding equivalence, but also mjtp;elerformance faster by 7440.355 times.

the forwarding difference if they have different forwargin VI
behaviors. We noticed that Ahsahal. proposed a similar ap-

proach to check semantic equivalence of IP prefix tables [21] Optimal Routing Table Constructor(ORTC) [12] was pro-
However, their scheme needs to do normalization and lggdsed by Dravest al. 1997. It aggregates a routing table
pushing for two routing tables to build two complete binarinto its optimal size using three passes over a binary tree,
trees. Moreover, the two binary trees have to mutually chegkile maintaining strong forwarding correctness. Howetres
each other for the longest prefix using a complicated procedgorithm did not implement any update handling mechanism.
and handle comparisons for different scenarios. We use @ morZhao et al. proposed the Level-level4 aggregation algo-
efficient and straightforward way to accomplish the samk. tagithms [13]. Levell and Level2 algorithms maintain strong
Specifically speaking, one complete binary tree (each noffewarding correctness, but they do not optimize the FIE siz
either has no child or two children) and two Patricia Triéevel3 and Level4 achieve weak forwarding correctness, by
structures will be used. Firstly, one complete binary trge introducing extra routable space.

built to generate covering prefixes for the whole IP spaceln 2010, we proposed two incremental FIB aggregation
based on the union of prefixes from the two routing tables, aatyjorithms [14] based on ORTC. We showed that FIFA-S and
each Patricia Trie stores one exact routing table informnati FIFA-T outperform these algorithms in Section IV.

including prefixes and next hops. Secondly, the algorithckgpi  Another very relevant work is SMALTA [15], in which
the prefix from each leaf node on the complete binary tregzmiet al. implemented a different update handling algorithm

. RELATED WORK



based on ORTC. They utilized a binary tree rather than Ratric « My(y), if Len(y) = Len(x) + 1, y is the prefix of the
Trie data structure and only updated affected nodes without right child.
optimizing the subtree rooted at the updated node. o Mr(y) # Or(x), if Len(y) = Len(z) + 2.

Li et al. proposed a FIB aggregation scheme with multiple « Or(z), if Len(y) > Len(z) + 2.
seletable nexthops [22], which is geared toward FIBs with For the binary treeB, the operations on other nodes are
multiple selectable next hops for each prefix. defined as follows:Mp(z) = Mp_l(z) # Mp_r(z), here

Simple Virtual Aggregation [23] reduces FIB size by loadas | and M _r are the directly connected left and right child
ing selected RIB entries into the FIB. This approach cafext-hop sets for BMp_l(x)=Mp(y) andMp_r(z)=Mz(y),
introduce path stretch, which does not occur in our schemegnceLen(y) = Len(z) + 1 andz is not a leaf node.

Second, we have the generating missing nodes and selecting
next-hops process far (let w be INFIB ancestor of) on T
FIB aggregation is a promising direction in controlling , | . is the root. In this case, (z) in M(z), thenS(z)

the growing FIB size. We have proposed FIFA, a suite of _ O(z); otherwise, the first next-hop frod (z) will be
three FIB aggregation algorithms, with significant perfane picked as the selected next-hop.

improvement over existing algorithms in terms of time cost, , otherwise ¢ is not the root)

total number of FIB changes and FIB burst size. For our next  _ | S(w) is in M(z), thenS(z) = S(w) and F(z) =
step, we plan to investigate how to automatically switch agno 0: otherwise,S(x) z M(2)[0] and F(z) = 1

the algorithms based on a set of constraints, e.g., menmgy Si _ If, S(z) # O(z), then we need to ge.nerate a

aggregated FIB size and maximum FIB burst size. missing node. If the left or right child is missing

APPENDIX for z, then we generate a chilgl whereLen(y) =
Len(x)+1, and setO(y)=0(z), M(y)=0O(y). if y

VIl. CONCLUSION

A. Definitions exists and is a child of, in this case, two possi-
ORTC algorithm uses a binary treB to implement the ble cases may happen. First lfen(y) > Len(z)
aggregation algorithm and FIFA-S uses a Paricia Tri¢o + 1, then we generate a child node where
improve ORTC. Each node (or prefix) on the binary tree Len(z) = Len(x)+1, O(2)=0(x), M(2)=0(z);
or Patricia Trie contains the following fields for aggregati second, ifLen(y) > Len(x) + 2, then we generate
computation. a node withM (2)=M (y)#0(z).
Oy(x): the original next-hop of: for a trie or treer. « We run the same procedut@(z,w) for all children of

M;(z): the next-hop set of for a trie or treet.
Si(x): the selected next-hop of for a trie or treef. We define the next-hop selection process fo(let w be
Len(zx): the length of prefixe for a trie or treet. .
In ORTC, an operation was defined to obtain merged ne>|<lt\“:IB ancestor otr) on B:

' P g o If x is the root, ifO(x) is in M (x), thenS(z) = O(z).

hops: X#Y, if the next-hop set ok has a common element(s) : , N
with the next-hop set oft”, then do intersection operation; Otherwise, the first one from\/(x) is picked as the
selected next-hop.

otherwise, do union operation. ) . .

At beginning, for the binary tred3 and Patricia TrieT", ° g)therlw;e tis r(;c; the_rg(.)t)ihlfS(w) IS I ]E[(J\Z) thgn
Op(x) = Or(z): B andT have the same original next-hops (E)F_ (Eu)lan () = 0; otherwise 5 (x) = M (x)[0]
for each prefix x. Also they use two passes to finish the aggre- 3\? (I)h_ ' duie f Il child f
gation: merging next-hops and selecting next-hops(inotyd ~ * e run the same proceduré(x, w) for all children o
generating new nodes)

First, we define merging next-hop operations as follows: B. Theorem A.1

For both B and T, M (x) = O(x) for leaf nodes Theorem A.1. The aggregation operations (bottom up merg-
For the Patricia Tri€l’, the operations on other nodes ar'fhg next-hops and top down selecting next-hop) of avill

defined as followsMr(z) = My _I(x) # Mr_r(x), Mr_I(x) optain the same results as the ones fromBausing ORTC
and Mp_r(z) are not the directly connected left and righ{two passes).

child next-hop sets, but are imaginary sets. The method to

x.

obtain Mr_i(x) and My_r(zx) are as follows: C. Lemma A.2
My _I(z): Lemma A.2. For every node in & with a prefixz must have
o Or(z), if z has no left child. the same merged next-hop set as the one ihwith the same

o Mr(y), if Len(y) = Len(x) + 1, y is the prefix of the prefix, namelyMr(x) = Mg(z) for every prefixz on T'.
left child.

« Mz(y) # Or(z), if Len(y) = Len(x) + 2. We use induction to prove the lemma, first we assume
* Or(y), if Len(y) > Len(z) + 2. bottom up from &r’, the level starts from 1 ta. Notice that
Mr_r(z): the prefix length difference between two levels may be greate
o Or(z), if = has no left child. than 1.

proof:
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Fig. 14. Lemma A.2 Casé

Whenn = 1, M(z) = O(z) in both Patricia Triel' and
Binary TreeB, thus the statement is true.

Assumen = k, the statement is true, namely, gllat level
k, Mr(y) = Mp(y). Now we need to prove whem= k+1,
the statement is still truel(z) = Mp(xz) wherex is the
parent node of.

There are four cases to consider as follows:

o Casea (one child is missing): we knowMp_I(z) =
OB(I), ]VIT_Z(SC) = OT(SC) and OB(x) = OT(I) by
definition, thusMp_I(z) = My_l(z). See Figure 13.

o Caseb (Len(y) — Len(z)=1): y is at levelk, we know
Mg (y)=Mr(y) by assumptionMp_Il(x) = Mp(y) and

k+1

Lemma A.2 Case

Fig. 15.

DO - T

Fig. 16. Lemma A.2 Casé

My_l(z) = Mr(y) by definition, thus Mr_l(z) =
Mpg_l(x). See Figure 14.

e Case ¢ (Len(y) = Len(x)+2): we know
Mp_l(z) = Mp(y)#Op(x) by definition and
leaf pushing, Mr_l(z) = Mr(y)#Or(z) by
definiton and Mr(y) = Mp(y) by assumption,
thus Mr_I(x) = Mp_l(x). See Figure 15.

o Cased (Len(y) > Len(z)+2): we know Mp_l(z) =
Mp(y)#O0p(x)...#0p(x) = Op(x) by leaf pushing
definition, Mr_Il(x,T) = Or(z) and Or(z) = Op(x)
by definition, thusMy_l(z,T) = Mp_l(z). See Fig-
ure 16.

We proved for all cased/r_I(z,T) = Mp_l(xz) and the

same forMy_r(z) = Mp_r(z), therefore My (z) = Mp(x),
we provedLemma A.2.

D. Lemma A.3

Lemma A.3. The next-hop selection process of bdthand

B should output the same prefixes and next-hops into FIB,
namely,St(z) = Sp(xz) and Fr(z) = Fp(z) for every prefix
xonT.

Proof:

we use induction approach to top down prove the statement
from level 1 to leveln.

First, whenn = 1, in Lemma A.2, we provedMr(x) =
Mpg(z) for every node irfl’, and we apply the same selection
rules P on both sets and the missing node generation rules on
T, thenSy(z) = Sp(x) . Now assume when = k, Lemma
A.3 is true, we need to show when= k+1, Lemma A.3 is
still true. We also assume if a new node needs to be generated
at a new level over levet, then the new node is at leviet1.

In the improved ORTC algorithms, we use th&VFIB
ancestorw to pick selected next-hop. Actually we could use
the selected next-hop of the directly connected parent
becauseSr(x) = Sr(w) is always true, where is the INFIB
ancestor ofz. Here is the proof: ifSy(z) is in FIB, then
z = w; If Sp(z) is not in FIB, they must have the same
selected next-hops, the¥ir(z) = St(w).

o Case 1:S(z) = O(x)

— Subcase: (no left or right child): we knowSgs(z)
= Sp(xz) by assumption and/p(z) =Op(z) due
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Fig. 18. Lemma A.3 Casebl

to leaf pushing; also we knowg(z) is in Mp(z)

. becausez is a leaf node and/z(z) = Op(2)
Op(x) = Sp(x), thusSp(z) = Sp(x) and Fp(z) =
0 by following the next-hop selection rules. In this

case, we do nothing for T anfy(z) = 0, thus we
see that neither prefix from® andT" will be put into
FIB. See Figure 17.

m m — Subcaséh (len(y) = len(z)+1): we know Mz (y)
=My (y) by the proof ofLemma A.2; also we know

Sp(z) =St (x) by assumption an@g(y) = Or(y)

by definition. If Sg(z) is in Mg(y), thenSp(y) =

Fig. 19. Lemma A.3 Casecl SB(x) and Fg(y) = 0. In this caseSr(x) is also
n ]V[T(y), then ST(y) = ST((E) = SB(.%) = SB(y)
and Fr(y) = 0. Otherwise,Sp(y) = Mg(y) [0],
Fg(y) = 1. In this caseSy(x) is also not inMr(y),
thenSz(y) = Mr(y) [0] = Mp(y) [0] = Sg(y) and
Fr(y) = 1. See Figure 18.

— Subcasec (len(y) > len(z)+1): We know Sp(x)
= Sp(x) by assumption;Mp(z) contains Op(x)
by leaf pushing;Sg(x) = Op(z) and Op(x) is in
Mpg(z), thus we can obtain thefiz(z) = Sp(z) by
the next-hop selection rules add;(z) = 0; Mp(y)
=My (y) from Lemma A.2; If Sg(z) is in Mp(y),
then Sp(y) = Sg(z) = Sg(x), Fp(y) = 0. In this

()
O

w

B T case, Mr(y) =Mp(y) by Lemma A2, Sp(x) =
Sp(z) = Sp(z), thus Sp(x) in Mp(y) and then
Fig. 20. Lemma A.3 Casea2 Sr(y) = Sr(x), and Fr(y) = 0 = Fg(y). If Sp(z)

is notin Mz (y) , thenSp(y) = Mp(y) [0], Fa(y) =



1; In this case Sy (z) =Sp(z) =Sp(z) and Mp(y)
=Mr(y) , thusSr(x) is notin Mr(y), thusSr(y) =
Mr(y) [0] = Mp(y) [0] = Sp(y) and Fr(y) = 1 =

Proof
Assume before update, next-hops ar¢¢, Metd, pretd |,
Met_p, S°ld for an original next-hop, merged next-hop,

Fg(y) by following the next-hop selection rules; thusmaginary left merged next-hop, imaginary right mergedtnex

Sp(y) =Sr(y) and Fp(y) = Fr(y). See Figure 19.
o Case 2:5(z) # O(x)

— Subcasea (Missing one child): We knowSp(x)
= Sr(x) by induction, in B, z is a leaf pushed
node withMp(z) = Op(x); sinceSg(x) # Op(x),
by following the next-hop selection rule$g(y) =
Mpg(z) [0] and Fp(y) = 1; From Lemma A.2,
we know Mr(z) = Mg(z), thus by following the
node generating ruleg, will be generated iri” with

OT(Z) = OT(:Z?) and MT(Z) = OT(:Z?); ST(I) 75
OT(.I'), thus ST(Z) = MT(Z) [O] = MB(Z) [0] =
Sp(z) and Fr(z) =1=Fp(z) by following the next-
hop selection rules, accordingB (y) = St (y) and
Fg(y) = Fr(y). See Figure 20.

Subcaseb (Len(y) = Len(xz)+1): By Lemma 1,
we know Mp(y) = Mr(y) and Sg(x) = Sr(z)
by assumption; Also we define@z(y) = Or(y).
If Sp(x) is in Mp(y), then Sp(y) = Sp(x) and
Fg(y) = 0. In this caseSr(x) is also in Mr(y),
thenST(y) = ST(x) = SB(:C) = SB(y) andFT(y) =
0. Otherwise, inB, Sp(y) = Mp(y) [0], Fp(y) = 1.
In this case St () is also not inM7(y), thenSrt(y)
= Mr(y) [0] = M5 (y) [0] = S5(y) and Fr(y) = 1.
See Figure 21.

Subcasec (Len(y) > Len(z)+1): By induction,
Sp(z) = Sr(z) andz will be generated i7" by the

definition of generating node rules; also we defined

Mpg(z) =Mp(y) #Op(z) if len(y) = len(x)+2,
len(y) > len(x)+2, Mp(z) = Mp(y) #Or(x) if
len(y) len(z) + 2 and Mrp(z) = Op(x) if
len(y) > len(z) + 2; thus we can prove that/z(z)
= MT(Z) If SB(m) isin MB(Z) thenSB(z) = SB(.%')
and F(z) = 0; in this case,Sp(z) = Sr(x) and
OB(Z) = OT(Z) andMB(z) :MT(Z), thenST(z) =
ST(ZC) = SB(I) = SB(Z) andFT(z) =0= FB(Z);
otherwise, if Sp(x) is not in Mp(z) , thenSp(z)
= Mpg(z) [0] and Fp(z) = 1; in this case,Sg(z)
= ST(.T) andOB(z) = OT(Z) andMB(z) ZMT(Z),
then ST(Z) = MT(Z) [O]zMB(Z) [O] = SB(Z) and
Fr(z) = 1 = Fp(z). Therefore,Sg(z) =S(z) and
Fg(z) = Fr(z). See Figure 22.

Therefore, we provedemma A.3 for all casesT heorem

A.1 consists ofLemma A.2 and Lemma A.3, therefore, we

provedT heorem A.1 as well.

E. Lemma A4

hop and selected next-hop. Before and after re-aggregation
two tries have the same old next-hops. After update, they are
orew | Mmew [ Mmew | Mer e S for the same set
of next-hops. Fofl’, the merging next-hop process will follow
normal patricia trie merging next-hop process. In the sdsr
with unchanged original next-hops, the deepest level iew |
1 for T.

When leveln = 1, all nodes are leaf node®}<* (x) =
Otd(z) and Mpe* () = OF () = OF4(x) = Mg' ().

We assume when = k, MZ¥(y) = M%4(y), we need to
prove that whem = k + 1, M7ev(z) = Mg'4(x). There are
four cases to cover as follows:

o Casen (One left child is missing): we defined 2" _I(z)
= Orev(z) and we assum@2ze (z) = O%4(x) in the
induction; also we knowM ' _(z) = O%¢(x) by defi-
nition; thus M2e®_I(x) = M9 I(x).

o Caseb (Len(y) = Len(x) + 1): we assumel/;e* (y)
= M%4(y) by induction and defined\V/2* _I(x) =
Mzew (y) and M2 _I(z) = M3 (y); thus we can obtain
Mpen_i(x) = MpeU(y) = Mgli(y) = Mgd_i(z).

o Case ¢ (Len(y) Len(xz) + 2); we can know
Mzpew Q(x) = Mpev(y) # O (x) by Lemma A.2
and M7ev(y) = Mg4(y) by induction; also we know
MY _i(z) = MY (y) # O%4(x) by by Lemma A.2
and O2¢%(z) = O%4(z) by assumption; as a result,
Mo () = Mpe(y) # O () = Mg(y) # 04 ()
= MM |(x).

o Cased (Len(y) > Len(x) + 2): we know M7 _[(x)
= Mpev(y) # 0pev(z) # # O2(z) = O2%(z) by
Lemma A.2 and 094 (x) =05 (x) by definition; also
we defined Mg _i(z) = M3 (y) # O (x) # ... #
O%d(z) = O9(x); as a resultMze_I(z) = O9(x)
=0 (z) = MPev_i(a).

In all of the above casesM»** r(z) = M _r(z),

thus Mpew (z) = Mpew_i(z) # MPev_r(z) = Mg I(z) #

Mg _r(x) = MY(z). Therefore, we provedemma. A.4.

F. Lemma A.5

Lemma A.5. If an update does not affect the original next-
hops of every node on a subtree and the second step of the
patricia trie based re-aggregation does not change thectete
next-hop of the subtree root, then the selected next-hap set
and FIB status of other nodes on the subtree will not change
after applying the second step of the patricia trie based re-
aggregation.

Proof
We employ an induction approach to show the proof. We

Lemma A.4. If an update does not affect the original nextknow the input is:S™**(z) = M°!4(x) for the subtree root,

hops of every node on a subtree, the merged next-hop seO8f* (x) = 0°4(z) for all subtree nodes and/"*¥(z)

every node on the subtree will not change after applying the°'“(x) by Lemma A.4. We need to top down prove the

first step of the patricia trie based re-aggregation.

lemma from level 1 to leveh.



First, when n = 1, inLemma A.4, we know M7 (z)
Mg (x) for every node iril’, and we apply the same selection
rules P on M7 (x) and M9(z) as well as the same rules
to create the missing nodes @n then SZev(x) = S94(x)
and Frev (z) Fold(x).

Now assume whem = k, Lemma A.5 is true, we need
to show whenn = k + 1, Lemma A.5 is still true. We also
assume if a new node needs to be generated at a new le
over levelk, then the new node is at levil+ 1.

In the FIFA algorithms, we use théN F'IB ancestorw
to pick selected next-hop. Actually we could use the setecte
next-hop of the directly connected parentbecauseSy(x) =
Sr(w) is always true, wherev is the INFIB ancestor of,
which has been proved ihemma A.3.

o Case 1 "% (x) = O™ (x)):

— Subcase: (No left or right child): we knowS7* (x)
= S9%(z) by assumption. we need to do nothing for
the missing child for re-aggregation in this case.
Subcaseb (len(y) >= len(xz)+1): we know
Mz (y) =M (y) by Lemma A.4 and S3v(x)
=Sold(z) and Fpev(z) = Fold(x) by assumption,
also O9(y) = 0%(y) by definition. If Srev(x)
is in Mpev(y), then Siev(y) = S7e*(x) and
Frew(y) = 0. In this case, we could infe§9'd(z) =
Snew(x) by assumption and/ze? (y) = M9 (y),

thussnew( ) Sold( ) Sold( ) and F[}zew( )
0. Otherwise, S (y) = ME=(y) [0], Fpe*(y)
1. In this case, we could infes7c® (z) = S94(x)
and M2ev (y) = M9 (y), thenSpew (y) = M2e® (y) .
[0] = M3p'(y) [0] = S'(y) and Fp< (y) = 1.
« Case 2 "% (x) # O™ (x)): *
— Subcase a (Missing one child): we defined
Srew(g) = Me(z) and O™ (z) = O°?(x). Since
Me"(z) # O°(z), then previous aggregation will
create a new node for this case. This will not happen
during an update.
Subcasé (len(y)=len(x)+1): We knowM 3" (y)
Mg (y) by Lemma A.4 andS7e (x) =S9(z) and

Frew(x) = Fol(z) by assumption; we also defined
o (y) = O"ld( ). If S7e¥ () is in MR (y), then
Snew(y) = Srew(x) and Fpev(y) = 0. In this case,  °
Sl () = Spew(x) by assumption and/3e (y) =

Mgl (y), then Spew(y) = S (y) = S9(z) and

Fpev(y) = 0. Otherwise,S7v (y) = Mz (y) [0],

Frev(y) = 1. In this caseSrev(x) = S94(z) and

Mpev(y) = Mg(y), thenS3 (y) = Mz (y) [0]

= MgH(y) [0] = S7(y) and Fpev(y) = 1.

Subcasec (len(y) > len(x)+1): This will not y

happen because the previous aggregation creates a

new node between andy the same as Subcase
Therefore, for all cased,emma A.5 is true and we proved

it.

G. Theorem A.6

Theorem A.6. FIFA-S yields optimal aggregation for each up-

date, with the same results as in re-aggregation from stratc

Fig. 23. Theorem A.6

H. Lemma A.7

Lemma A.7. The bottom-up next-hop merging process of
FIFA-S will obtain the same merged next-hops as re-
aggregation

FIFA-S Merge Next Hop Definition

Assume the highest changed node préfand the update
prefix is w.

If = is in the subtree rooted at a REAL node which is a
prefix belowu, no need for merging on the subtree rooted
atr (Area A).

o If z is a prefix betweeh and rootR, no need to conduct

merging (Area D).

If = is on the subtree rooted af then no need to conduct
merging (Area C).

Otherwise M™% (x) = M™% _[(x) # M™" _r
operations as re-aggregation (Area B).

(x), same

Proof

h is the the highest changed node for merged next-hop
set. In the bottom up merging next-hop process, compare
the old merged next-hop set and the newly generated one,
h is the last one with\/™¢” £ M°!; r is a REAL prefix
under update prefix:; z represents any prefix whose
parent prefix is one node betweerand root (including
root but notw).

The whole tree can be partitioned into four areas. In
area A and C, their original next-hop do not change,
thus Mm™ew = Meld, therefore, re-aggregation will lead

to the same results as the FIFA-S without the merging
process. In area B, re-aggregation and FIFA-S have the
same operations, thus their results must be the same. In
area D, re-aggregation will obtain the same results as the
one without any merging due to the highest change node
definition.



Therefore,Lemma A.7 has been proved. ORTC over the subtree rooted at the update prefix and
thus the forwarding correctness can be guaranteed.
After a threshold is reached, it includes bottom up merg-
ing next-hops to aC AP level and top down selecting
next-hops from the”’ AP prefix. The above process will
obtain the same results as improved ORTC over the

subtree rooted at thé AP prefix and thus the forwarding

. Lemma A.8

Lemma A.8. The top-down next-hop selection process of
FIFA-S will obtain the same selected next-hops as re-
aggregation

« Assume the highest changed node préfand the update

Proof

J. FIFA-T proof

Therefore, FIFA-T has been proved.

prefix isu; s is a prefix under update prefix satisfying
conditions of Lemma 4 (selected next-hop of the prefix
does not change and all original and merged next-hops of
all subtree nodes do not change)epresents any prefix
satisfying conditions of.emma 4. [
If = is in one subtree where it satisfies conditions of
Lemma 4, no need to do next-hop selection on the!
subtree (Area A and C). 13]
If = is a prefix between h and the root, then no need to
do next-hop selection (Area D). [
Otherwise, from h, follow the same rules of re- [g
aggregation(Area B).

6]
« In area D, since the merged next-hop set did not change
before and after bottom up merging next-hop process, the
selected next-hops will not change either, because thgy
follow the same next-hop selection rules, therefore, no
need to perform re-aggregation operations in this area.
In area A and C, byLemma 4, the original next-hops [8]
do not change on the subtree, thus no need to perform
re-aggregation operations in these areas. [9]
In area B, re-aggregation and FIFA-S have the identical
operations, therefore, they will produce the same results.
Area A, B, C and D cover the entire tree, therefore, FIFALC
S produces the same optimal results as re-aggregatiof.]

Therefore,Lemma A.8 has been proved.

Theorem A.6 has two steps which arBemma A.7 and [12]

Lemma A.8, therefore, it has been proved.

[13]

[14]
o FIFA-T includes bottom up merging next-hops to th
update prefix and top down selecting next-hop from t
update prefix.

The process above is exactly the same as improved OR{t6
over the subtree rooted at the update prefix, thus the for-
warding correctness can be guaranteed. Once a threshoty
is reached, do re-aggregation and it will obtain optimal
results, the forwarding correctness can be guaranteeo{]%
well. [19]

15
&

[20]

K. FIFA-H proof

« Before a threshold is reached, FIFA-H includes bottomy;
up to merging next-hops to@AP prefix (C AP prefix is
always higher than or equal to the update prefix) and tg
down to selecting next-hops from the update prefix. The
above process will obtain the same results as improved

correctness can be guaranteed.

Therefore, FIFA-H has been proved.
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